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Introduction

How do you stop a speeding train?

That's the question researchers in the field of data stream mining might ask themselves as they write algorithms to get the proverbial "one look at the data" as it goes streaming past.

In this episode of Computer Science Spotlight, IBM computer scientist Charu Aggarwal talks about some of the fundamental issues in mining streamed data -- and alludes to two books he has worked on in recent years: Data Streams: Models and Algorithms and Privacy-Preserving Data Mining: Models and Algorithms.
Presentation

I've been working as a research staff member at IBM since 1996. Since then I've been working in the field of knowledge discovery and data mining.

I want to talk about my research in the area of stream mining.

Stream mining has arisen recently, and the reason it has arisen is because of new advances in hardware technology. Previously, data collection was difficult. So you had the entire data on disk. And you could design mining applications which work off the disk.

In the stream scenario, the data comes in continuously over time. It's collected continuously over time over different kinds of hardwares, like sensors, and it comes in very large volumes. That leads to new challenges. You only get one look at the data. You can't possibly store all the data or process all of it.

So how you design mining algorithms is very different in this case. How do you redesign traditional data mining algorithms in the stream case, which is far more challenging.

A classic example would be, for example, your stock tickers. You see that on TV all the time. Typically, the volume is very large, because they're a universe of a huge number of stocks and they're all streaming by and you have to analyze them in real time, make decisions in real time. You can't afford to wait. So it has to be quick, online, and you can't afford to store much because the volume is so high.

Let's just look at, for example, a supermarket case. The data is coming in. They may have a huge chain of stores. And they have to make these decisions about which customer buys what, for example.

But over time, people's interests may change. New products will be introduced. So that corresponds to new attributes in the data the way you define it.

So clearly there's not just a one-pass constraint. There's also the issue of keeping your models updated.

So there are some technological and mathematical challenges associated with doing that effectively.
(
So let's, look at clustering. You're trying to group similar objects together. If you work with data off the disk, you have the data available and you can use multiple passes. You can decide, these are the centroids or clusters. You can do some statistical analysis, come up with some centroids and then iteratively make multiple passes over the data.

In a streaming context, you’ll just get the data in some order. And this order may not be uniformly sampled over the data. So you may get one part of the cluster first and then another cluster next.

So being able to keep some kind of summary of the data in a way so that at a later stage you can say that, “Okay, over the entire data that I have seen over the past day, these were the clusters.”
It's far more challenging, because there would be a lot of temporal locality in the data. At a given time you may not receive a random sample of data. You may just receive data from one particular cluster. And you may make some decisions, which may not be correct.

And it really depends upon how you design your data mining algorithm, which really decides what the quality of your results finally are.

(
Now, regarding stream mining and uncertain data mining, these are dictated more by the kinds of data one can collect.

So stream mining has arisen because you have this hardware, which can collect these large streams of data very fast. And uncertain data has arisen because of the abilities to integrate data from different sources, you know, which are not fully clean. 
So you may have some uncertainty, some probabilistic modeling, which says, okay, the value can be in this range. But we don't know exactly what it is.
Sometimes even the output of privacy algorithms is uncertain data. You have deterministic data. So you add some probabilistic noise to it in order to protect people's identities, and then you want to mine the probabilistic data. So the fields can sometimes be connected to one another.

(
So data mining is a very unusual area of computer science in the sense that it relates to almost all industries.

So you could have an application of, for example, supermarket transaction data. Or you could have a much more scientific application like cosmological data – the Hubbell space telescope sending you these continuous feeds of data. Or the Mars Rover sending you these feeds of data and you're trying to analyze it.

So the limit is only in terms of what kind of data can you collect. And our aim is generally to design broad classes of problems, to keep it as broad as possible so the general principles apply across different industries.

(
So there are these new kind of data which continue to arise. For example, recently there have been some advances in collecting biological data, such as DNA data. And a lot of these data sets are graphical in nature. Or, for example, chemical data, chemical data analysis.
So to analyze such data, you need the graph mining algorithms. This is much more difficult than multi‑dimensional data because there's structure in the data, and it increases the combinatorial complexity. So one of my future directions is going to be on graph data.

One of my directions is going to be in uncertain data, which is when the data is designed probablistically. This is another new area. So how do you work effectively with such data? 

(
There's a lot of material out there, but only in the form of research papers. If a student wants to find material on the topic, he has to go about doing a survey of research papers. There is no one place where you can coherently find organized material on the topic.

Since it's such a new area, there are almost no books written in the field. That's why there was a need for the book. So we wrote it.

It's a good book to get up to speed on the topic if you're starting from scratch, because it's also got a huge bibliography. So it will give not just the perspective on the field and the general topics in the field and get the broad algorithm in the field, the broad directions of work in the field, but also it will give them pointers to where to go for specific problems.
You can read about Charu’s books at www.charuaggarwal.net. 
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