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Hello. My name is Elisa Bertino, and I am a professor of Computer Science at Purdue University, which is located in West Lafayette in Indiana. I'm also the research director of CERIAS, the Center for Educational Research and Information Assurance and Security here at Purdue.
I'm involved in an open collaboration research project with IBM, and the project is in the area of security and privacy.

The project has a very kind of broad goal, which is to develop theory, languages, techniques, tools and systems for managing policies. By policy we mean some high‑level directive that you can give to a computer system concerning the behavior of the system.
The project that we are working on has several different goals. The first deals with the problem of policy analysis.

There is the need of tools which allow an administrator, but also a user, to be able to analyze policies, to see really what's their behavior. And for access control, this is important in order to understand which are the requests that the policy will allow and the requests that the policy may deny.

The problem of policy analysis is quite complicated and there are no efficient techniques or algorithms. We are looking at approaches which can be very efficient; however, they may not be very precise. We are also looking at approaches which are more computationally intensive and, therefore, they will be more expensive to deploy, but they can be very precise.

So we are trying to combine all those approaches in one system, which will be an environment to manage and compare policies.

Particularly, we have focused on policies which can be expressed in a very well‑known standard. This is the XACML language, XACML. This is a standard that was developed by the Oasis.
The reason why we have decided to focus on XACML is because it's quite a complex language. So, if we can solve problems for XACML, we can tackle more, let's say, you know, languages which are less complex.

Another topic looks into privacy. We are trying to come up with defining a language for access control, which is tailored to support privacy-sensitive information.

We have started from a very well‑known access control model, which is the Role-Based Access Control model. Actually, people know it as RBAC model. And RBAC has been standardized so there is an actual standard by the ISO, which has defined this model, and it is supported in a large number of products, including database management systems.

We have extended RBAC and defined the notion of privacy-aware RBAC. So PRBAC extends the conventional RBAC with additional information characterizing various aspects of data to be protected, which are relevant to privacy.
For example, we can extend permissions by adding a purpose- of-use of the data conditions and the possible obligations.

One of the advantages that we see in using PRBAC is that we are not really proposing a completely new model, which then would be really difficult to be adopted, because typically when you have already a very well‑known model, it's very difficult to propose a completely new different model.

Rather, our model is an evolution of current RBAC and, therefore, we believe that it could be more easily deployed because it would be an extension which could be implemented and supported on top of existing products.

We have developed the notion of [a] family of PRBAC. This means we have a core PRBAC, with some basic function for privacy-aware access control. Then we have a hierarchical PRBAC, which extends the core PRBAC with hierarchical information about roles and purposes. And we have conditional PRBAC, which supports more complex and, of course, more expensive-to-process conditional language for expressing preconditions for data access.
The third project is also a project which is related to RBAC, so again, [it] looks into role‑based access control model but from a different viewpoint.

Here we are really worrying about the management of very large RBAC hierarchies. It happens that a lot of administrators define roles, you know, they devise and specify very complex hierarchies. So there is a problem really coming up with the management environment for those roles.
So here we are working on techniques based on data mining to come up with approaches and methodologies to do a better task in managing those roles.

The last project that I'd like to touch on is related to the problem of fine‑grained access control for database management systems. This is an important topic for today's database management systems in that, again, we need languages and mechanisms to allow very fine control on access to tables in a database management system.

And actually this work has a theory part in which we have defined the three important basic notions, which ensure the security and correctness of any mechanism that one may want to use.

So, we want really that the access control mechanism to guarantee the security, the correctness of the query result and the maximality. By this we mean that the mechanism should not unnecessarily restrict access.

We have a lot of challenges. I could kind of classify them into technical challenges and, of course, for example, in general, the typical problem that you have with policy language is to make sure that they are scalable.

You want your policy languages to be, on the other hand, expressive enough so that you can really express a lot of real world policies. Usability is also a key problem.

Let me say that the project is a good fit, actually I would say both for IBM and for us, because as a people we share common research interests.

I think IBM is doing some very important work on how to improve the management of computer systems. They kind of invented this term which they call “autonomic computing.” You know, the goal here is to have systems, which require not too much work in terms of managing the systems.

I really appreciate a lot the IBM researchers. They really are putting a lot of time and thought in collaborating with us.

They really know the students involved in the project. The students are very excited, are very motivated by this opportunity to be able to collaborate with top researchers from industry.
In some cases, we may not know the real problems that customers have. So sometimes our solution or our problems can be a little bit naive. But I see that our colleagues from IBM T.J. Watson, they really manage to take our ideas, to understand how they can be applied, to suggest how we can change the focus of those ideas. It's really a very, very nice experience, you know, and we really now work as one group really together.


