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Hi. My name is Sye Loong Keoh. I'm currently a postdoctoral research associate in the distributed software engineering group in the Department of Computing, Imperial College, London.PRIVATE 

I'm working on a project called “Autonomous Management of Ubiquitous System for e‑Health,” which actually works with sensors, and how do we manage these sensors in healthcare application scenarios.

Today I would like to talk more about how we use a policy‑based approach to help make [the] wireless computing environment more manageable and more secure.

We are looking into the new paradigms where there's [a] proliferation of wireless and mobile devices in our environment. There are a lot of challenges in this new ubiquitous and pervasive computing environment. One of them is the management and the other one is the security of the pervasive computing environment.

These devices tend to have limited knowledge about each other. They don't know who they are going to interact with and who they're going to meet.

These devices are going to trust the strangers to use their resources – and how do they know who they're interacting with?
So anybody can just intercept the information that you send. It's quite a rough wireless environment.
During my Ph.D. I actually worked on [a] security framework to facilitate the establishment and the evolution of mobile ad hoc networks. I was looking into how do I establish a network within a set of devices that come into proximity of each other, and then how do they perform certain security mechanisms – for example, authentication of each devices, and how do they enforce access control and also to manage the evolution of the ad hoc networks.

I modeled the ad hoc network after the community. Essentially, a community is a set of co‑located devices that interact with each other in order to share resources with each other or to share services with each other.

We proposed a policy‑based framework to achieve our security goals. Policy is flexible in the sense that you can enable or disable the policies whenever you want, based on certain contexts and circumstances.

So, for example, you can use policy to specify the admission requirements. Who are the people that allow access to join the ad hoc community that we want to form? For example, you may want to say, “I only allow people from a certain company to join this network, or I can only allow subscribers of iTunes or Napsters to participate in this music sharing ad hoc community.”
We can also use policy to specify access control requirements. So, who are allowed to use my resources? Who am I going to share my music with?
We can also use policy to specify additional security requirements. For example, I want to restrict the number of participants in my ad hoc community. I can specify how many people I want and what are the minimum number of users that I want to have before I establish the network.

Another advantage of using policies is to be able to specify duties of participants in order to manage the community: If certain events occur in the community, what are the management actions that I need to have in order to stabilize the network or to change the state of the network?
All these policies that I mentioned are then grouped together and we call it a “community specification,” or a “doctrine.” Anybody can issue this doctrine and say, “OK, these are the policies for membership requirements, policies for admission requirements, the authorizations and obligations and also the constraints in the community.”
So, for example, Napsters or iTunes can actually issue a doctrine and say, “I want to enable my subscribers to share music files among themselves.”
And the doctrine itself must then be signed by the issuer in order to preserve the integrity of the doctrine, just to make sure nobody can change or alter or modify the content of the doctrine.

How do we actually enforce the policies defined in the doctrine?
Our research defined security protocols to bootstrap the ad hoc network based on the doctrine. We rely on a centralized approach where we use a coordinator to enforce the policy in the doctrines.

The reason for using a coordinator is, we want to minimize the computational power of the devices. So we don't want every device to verify each other's conformance to the doctrine, because this will just waste a lot of computational resources. We can also allow participants to verify and enforce the policy in the doctrine, because remember that we assumed that all the participants in the ad hoc network will have a copy of the doctrine.

So, if the coordinator misbehaves somehow, then the participant will be able to detect whether any violation has occurred, because they do have a copy of the doctrine as well.

In my post-doc, I was working on e‑health applications where we used sensors to monitor the health of patients: For example, patients with chronic diseases or postoperative patients who require continuous monitoring. By using sensors that can be wearable or that can be implantable into the patient, patients do not need to stay in the hospital for a long time and they can get back to their daily activities very easily.

The work that we are working on is to actually monitor the patient's heart rate, ECGs and also glucose level, temperature. Also some blood pressures and oxygen saturations.

We're also using a policy‑based approach where we want to have a closed feedback control loop. For example, you say that the patient's heart rate has exceeded a certain threshold, then you may want to alarm the doctors or the healthcare workers or call for the ambulance.

So, looking at this e‑health applications domain, I would think that is a very highly critical application, and we need to have security. Given that most of the sensors have limited computational capabilities, I would think it's quite a challenge to incorporate these security mechanisms. But, nonetheless, security for sensors is essential and it's a must, and especially in the healthcare application.

It is very important to plan projects keeping the security in mind at the very beginning, in order to produce secure and manageable systems for any type of applications.
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