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ABSTRACT

Electronic fetal heart rate monitoring is now a commonly
used method to aid clinicians in their surveillance of fetal
health. Nevertheless visual interpretation of data is still
subject to controversies, lack of commonly-accepted
definitions and automated algorithms. We propose a set
of formalizations and algorithms, based upon digital
signal processing and on a novel neural network which
should provide a flexible tool, capable of acquiring
patients’ data and of formulating a reliable assessment on
the fetal health. Furthermore, we discuss a neural
network-based diagnosis system and a pre-processing
subsystem at the neural network’s input, for data
reduction. The neural network employed is specifically
suited for rapid analysis of huge data sets and categories
as required for the present problem.

The present study is preliminary and is based on only a
limited set of training and validation data sets (patterns).
Still, the results shown by the neural network appears
rather encouraging, especially in terms of sensitivity to
positive case and a study on a much larger data base is
under way.

Key Words: fetal distress, ncural network, signal
processing, diagnosis.

1. Introduction

A number of different risk factors may jeopardize the
fetus before the onset of labor, causing fetal hypoxia,
asphyxia and death: sources report between 700 [1] and
1100 [2] infant deaths per year in the United States
associated with such pathology. Electronic fetal heart rate
monitoring,  which  was  originally  introduced
approximately 40 years ago to be used during the
intrapartum phase, is now applied to the antepartum phase
in pregnancies with risk factors, since more than two
thirds of fetal deaths occur before the onset of labor. It is
reported that in the early 1990s it was used in more than
75 percent [3] of births. Electronic fetal monitoring is
performed using a device called cardiotocogram, which
records measurements of fetal heart rate (FHR) and of
uterine activity continuously on a strip of paper. These are
recorded as two graphs, one for time-values of the FHR,
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measured in beats per minute (bpm) and one for uterine
activity. The correct interpretation of FHR recordings is
the key to early detection of fetal distress detection: a
number of definitions algorithms [4] have been proposed
in order to provide physicians and investigators with a
systematic approach to the visual identification of
possibly problematic patterns, nevertheless there is still
very little agreement on part of the aspects which were
not defined. The application of these definitions (which
could be formally modeled), together with the personal
experience and skills accumulated personally in years of
this practice can help physicians detect early many
possible hazards to the fetal well-being.

The goals of this paper are to provide suitable formal
“translations” of the vague definitions, to allow
implementation of a computer algorithm, and to model
also that corpus of nonformal human-based personal
knowledge provided by the experience in such a way that
it can be used automatically.

In our opinion, the most appropriate instrument to
represent  this particular type of non-formalized
knowledge is the neural network (NN). A NN could
operatively make use of hidden multidimensional
relations between data that a human might simply fail to
recognize, or even to imagine. Also, the NN could
implicitly decide to ignore an input when it is not
meaningful or is poorly correlated with the final
diagnosis. In addition, a NN can be trained in minutes
with such a large number of training data that a physician
could not assemble and analyze in many months.
Moreover, the NN takes a few minutes to read thousands
of records, while a human expert would require several
minutes to review a single tracing and simply read the
details of the clinical record. A simple electronic device
implementing a NN could be incorporated into current
technology FHR monitors, to provide that continuous
surveillance that is not possible with human resources.

2. Review of Previous Work

In [5], 30-minute segments of cardiotocographic



recordings were digitally sampled at 1Hz by a personal
computer connected to the cardiotocometer. A
backpropagation NN was used for training, and learning
was accomplished in 15,000 cycles. With 631 training
cases, their miss rate was 11.1% on their test set (of 319).

Sahota et al. [6] addressed the problem of developing a
computer-based application to convert the paper form
fetal heart rate tracings to digital values. Without this
conversion, uterine activity and fetal heart rate data are
not available to the computer in a digital no automatic
processing and analysis is possible. The paper describes a
scan image preprocessing phase which shares some steps
with those we take in order to prepare images to be
recognized: For example, an image rotation step is
required to align grid with lines with the horizontal and
vertical planes. The paper reports manual editing for the
removal of hand written annotations on the tracings
(which we have often found) so that the recognition
algorithm is applied to an image where only the tracings
are left. We propose instead (see below), an algorithm
which can in most cases ignore written text, dirt, dust,
scratches and other unwanted marks, and in any case and
at any time it can to interactively correct program errors.

In [7] a conspicuous number of features are automatically
extracted from 140 cardiotocograms and then several
algorithms are applied and evaluated in order to classify
the given patterns in three { healthy, problem, death }
categories. The paper employs 29 features that were
extracted from the cardiotocograms and entered as input
to the classification algorithms. Various NN
classification algorithms were employed. Classification
accuracy ranges from 70.0% to 75.7%. Great attention
was paid to the handling of patterns with missing values,
which is an important topic to be discussed later.

In [8] an automated analysis of the CTG with feature
extraction is performed and a backpropagation network is
trained on the results. 8 representative fetal heart rate
parameters that are extracted from S50-minute
cardiotocogram segments, then normalized and manually
inserted. After 10,000 training cycles, accuracy over
the training set was 100% while it was 86.2% over the
test set (25 cases out of 29 were correctly recognized).

3. Apparatus

The present study basically involves two sources of
information: the cardiotocogram as generated by the fetal
monitor and the maternal clinical records. These sources
feed their information to preprocessing software for data
reduction and event detection. The preprocessor’s output
then feeds to a LAMSTAR NN, where diagnostic
decisions are performed. The NN performance is not a
measure of the accuracy of the NN, but of how the NN’s
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behavior adheres to the expert, who, by definition, has
the “right answer”.

3.1 The Cardiotocogram: A cardiotocogram is a
continuous strip of paper on which two graphs are plotted
at the same time, representing the uterine activity and the
fetal heart rate; by extension, a cardiotocogram is any
(paper-based or digital) representation of these two
signals. The behavior of each of these two signals over
time and the reciprocal relations between them play a
fundamental role in the assessment of the fetal neuralgic
health.

3.1.1 The uterine activity signal: This signal is a
continuous signal representation of the uterine activity. It
can be obtained either via a catheter (placed in the
amniotic cavity) to monitor pressure changes, or via an
external device, called tokodynamometer, that is applied
with an elastic belt or girdle to the mother’s abdomen.

3.1.2 The fetal heart rate signal (FHR): The fetal heart
rate signal is what appears at the top half of the
cardiotocogram. It is obtained via a fetal electrode,
attached to the fetal scalp, or via a Doppler ultrasound
transducer, which transmits an ultrasound frequency of
approximately 2.5 MHz to the maternal abdomen and
measures the frequency shift of the reflected sound wave,
caused by a reflecting surface (e.g. the ventricle wall)
moving away from or toward the source. The FHR signal
is a very rich signal, where all the components such as its
long- or short- term mean value, variance, and other
parameters are significant. Several dynamic parameters
of the FHR patterns are preprocessed and evaluated for
input to the NN, as they influence the diagnosis.

4. Optical data acquisition

4.1 Cardiotocogram formats: The graph formats used in
this work for the Carditocogram are: (1) HP Series 50 -
The cardiotocograph Series 50 from Hewlett Packard uses
a thermo-sensitivepaper strip composed of pre-cut sheets
preprinted grids and a sequence number on each sheet. It
records a FHR grid and a uterine activity grid. Fetal
movements (or other events) are marked with black
arrows on the FHR graph. (2) Corometrics 170 Series -
This unit was used in conjunction with the WatchChild
software. The data is recorded on letter-size sheets printed
with an inkjet printer, and prints two parallel grids: the
FHR grid and the uterine activity grid. (3) Sonicaid
Meridian 800 — The Sonicaid Corp. Meridian 800 is a
computerized station with a printer.

4.2 Color filtering: In order to be recognized, the scan
image is taken from the scanner are preprocessed such
that, given an image of many color or gray shades
becomes a black and white (or also one morecolor) image
for any of the formats of Section 4.1 and beyond.



4.3 Adaptive measurement. After the color filtering
phase, we employ an algorithm that was developed in
this research, to understand where in the image is the
vertical strip  dedicated to the uterine activity graph and
where is the strip for the fetal heart rate graph
(irrespective of formats ).

4.4 Line-chasing: The graph-line recognition process is
an interactive process. The user has full control and can
locally modify the recognition of a limited amount of
samples, or force the recognized curve to pass by a given
coordinate,

4.5 Dealing with interruptions: Most of the
cardiotocograms we analyzed present, in different
measures, a fetal heart rate which is interrupted in some
points. Loss of signal due to fetal or maternal movements
is commonplace. Interruptions are automatically detected
by the program and marked with a gray shaded area. It is
possible to manually intervene in order to include or
exclude in the interruption a given time-frame.

4.6 Results: This automatic recognition method for the
cardiotocogram data proves to be very accurate: for
example, at a resolution of 150 dpi, the height of the heart
rate graph band is 478 pixels, representing a range of
which corresponds to a range of 160 beats per minutc
(from 50 to 210 bpm), which corresponds to 2.9875 pixel
for bpm, thus setting a maximum theoretical resolution of
0.3 beats per minute, which is far greater than is needed.

5. Signal Preprocessing/ Feature Extraction

The feature extraction process is based upon:

« medical literature definitions (such as the definitions for
the accelerations, [4]);

« reasonable algorithms and formalizations we introduce
to represents events and conditions which are well known
to the practice but poorly formalized (such as the
early/late contraction discrimination);

« indicators that — though likely to correlate with fetal
health — are not used in the visual examination of the
cardiotocogram since they would be impossible to
accurately estimate by the human naked eye (e.g. the
uterine duty cycle or the deceleration area). We use of
77 attributes (some having multiple values), which is by
far the largest number of attributes ever used in a research
on this topic. We can computationally afford using such a
great number of attributes because we employ the
LAMSTAR NN architecture [9, Chapter 13] whose
training cost is very low. We note that practically all
features that are preprocessed, are entered into the NN
(See Sect, 7). We avoid providing the network with the
complete time-series, as is done in [5], since
preprocessing affords us with retrieving all parameters
necessary for decisions. We note that physicians too
looks at parameters and events, not at each sample.
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5.1 Uterine contraction detection: The presence of a
uterine contraction is not formally defined in the literature
in a way that can be used in a computer-based algorithm.
Consequently, we propose the following algorithm:
Assuming that the data representing uterine contraction
signal discrete time values, denoted as u(t) and recorded
with a sampling rate of 1 Hz. A low-pass filter is applied
to the signal, with a cut-off frequency of 0.035 Hz. Since
no high frequency is removed, a large number of minima
and maxima (which do not truly correspond to the apex
and shoulder of the uterine contraction) would be
detected, each very close to each other. Also, for every
single real contraction, a large number of (very small in
amplitude and very short in duration) contractions would
be detected. The low-pass filtered signal, ul(t) is checked
for all local extrema. Subsequently, a contraction is
detected to have occurred and to last from tb to te with its
acme at tm if certain conditions hold that are easily
checked via the preprocessing algorithm, using empirical
parameters and thresholds.

5.2 Heart rate baseline measurement. The baseline can
be intuitively thought of as the line around which the FHR
signal should float in absence of events or perturbations.
Its role is fundamental not only for the evaluation of long-
term assessments (the numerical value of the baseline
itself is significant) but also for the algorithmic detection
of all the events such as accelerations, decelerations and
so on. A normal heart-rate pattern exhibits a predominant
baseline value between 110 and 160 bpm, with a
variability between 6 and 25 bpm, with no decelerations
and some occasional accelerations, associated or not with
uterine contractions. Bradycardia and tachycardia are
defined as the presence of a baseline respectively above
160 bpm and below 110 bpm. The definition currently
used by the medical community for the baseline is as
follows [1]: Baseline FHR is the approximate mean FHR
rounded to increments of 5bpm during a 10-minute
segment, excluding:

(1) Periodic or episodic changes

(2) Periods of marked FHR variability

(3) Segments of the baseline that differ by >25 beats/min.
In any 10-minute window the minimum baseline duration
must be at least 2 minutes or the baseline for that period is
indeterminate. In this case one must refer to the previous
10-minute segment(s) for determination of the baseline.

We note that the definition above is circular and cannot be
algorithmized as it relies on the same “changes” we are
looking for. Consequently, we decided to employ a Mode
Filter under a set of operative definitions that respect the
spirit of the definition above, as follows

« for every sample, the mode of the FHR (rounded to the
nearest integer) is calculated in a 10-minute long time
window around the current sample;

+ a temporary baseline signal is obtained by averaging the
samples of this window whose value fall in the interval
from mFHR:-15 bpm to mFHR:+15 bpm;



» the final baseline is obtained by filtering the temporary
one by a lowpass filter with a 0.05Hz cutoff .

The low-pass filtering is used to remove the sudden
impulsive (small in amplitude) variations which appear
when the boundaries of the sliding window (which is
discrete) cross a sample where the fetal heart rate moves
across the +15 bpm or -15 bpm borders. We comment
that all the consequences of the above method of
calculation (influences in the detection of accelerations /
decelerations, behavior in presence of a saltatory pattern,
etc..) are in accordance with a human expert’s visual
interpretation of the FHR.

5.3 Accelerations and decelerations: Accelerations are
defined as abrupt increases in FHR over the baseline, of at
least 15 seconds duration. They have a good prognostic
significance of normal fetal oxygenation. The definition
was implemented for detecting acceleration from FHR
signals via a set of formal definitions and related
conditions to be checked by the preprocessor. First, the
FHR is lowpass-filtered since the unfiltered values
render a simple maximum calculation algorithm
ineffective for detecting the apex of the acceleration.
However, in order to determine that an acceleration exists
between t/start to t/end (time of start and end of the time-
frame to be considered), with an apex in t/apex,
straightforward conditions (on t/start, t/end) lead to a
difficulty, since [t/start to t/end] intervals may not always
catch the full breadth of acceleration. Specifically, the
only part that may be caught is the one going from the
point where the FHR crosses the +15 bpm boundary
upwards, to the point in which the FHR decreases and
crosses +15bpm downwards. The raising “head” and the
falling “tail” of the acceleration which are inside the
[FHRbaseline(t) — 15bpm] to [FHRbaseline(t)+15bpm]
range are then lost. Consequently, we formally define the
set of (real) starting and ending point, t’/start and t’/end,
as follows:

(1.) t'/start is such that there does not exist t/left where:
t/left < t/start and for all t1, 12: t/left </= t1 <t2 </=t’/start,
to yield: FHR(t1) < FHR(t2)

(2.) t’/end is such that there does not exist t/right where:
t/right >t/end and for all t1, t2: t/end </= t1 <t2 </=t’/right
to yield: FHR(t1) > FHR(t2)

Decelerations are described in the medical literature as
belonging to 3 categories, namely: late decelerations,
early decelerations and variable decelerations. The first
two are defined as more gradual than the third (requiring a
delay from onset to nadir which is >30 seconds for the
first two type and </ =30 seconds for the third onc) and
with a duration between 15 seconds and 2 minutes. Early
decelerations arc defined as associated with a uterine
contraction, thus having the onset, nadir and recovery
times corresponding to the beginning, peak and ending of
the associated contraction.
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There is no sharp distinction in literature between early
and late decelerations, therefore a time threshold has to be
set, to distinguish between early and late contractions.
This threshold was empirically set at 15 secs., measured
from the contraction apex to the nadir of the deceleration.

5.4 Fetal movement. Certain tracings give not only the
uterine contractions and the FHR, but also the fetal
movements as perceived by the patient. We therefore also
fed the network with these data, in order to check for
their effect on the status of the fetus.

In general, exercise and movement increase FHR, as in
case of adult HR. However, data on movement must be
used with care, since there is poor correlation between
actual fetal movement seen on ultrasound, and fetal
movement perceived by a patient. A great deal of
movement is not felt by the patient. Also, often for a
patients report feeling movement, when on ultrasound the
fetus is clearly still (even dead, in some cases). Once we
consider that the signal “fetal movement as perceived by
the patient” is not reliable, we still have useful
information from the cross-correlation in those cases
where there is movement reported and no acceleration
(reassuring information) and indifference in all the other
cases (acceleration with or without movement, no
acceleration and no movement). In the light of the above,
we keep the “movement without acceleration” event as a
minor, secondary input to the neural network.

5.5  Variability Calculation: In examining a
cardiotocogram, the irregularity of the fetal heart rate line
both in the short-term period (thus representing a beat-to-
beat difference in heart rate, without which we would
have smooth lines) and in the long-term period (without
which we would have more regular lines) are expressions
of variability. The medical literature defines the FHR
baseline variability as fluctuations in the baseline which
have a frequency of 2 cycles per minute or greater. Four
classes of variability are indicated ([10], [4]), namely:
Undetectable, Minimal (</=Sbpm), moderate(6 to 25
bpm) and Marked (>25bpm).

In order to measure the FHR variability, we propose an
operative definition that is different from above, but that
still respects its spirit and yields results with the same
information content:

« a truncated debiased FHR*(t) time series is calculated,
where, forall t:

FHR*(t) = FHR(t) - FHRbaseline(t) if —Accel(t) "
—Decel(t), or: FHR*(t) = +15 if Accel(t), or: FHR*(t)= -
15 if Decel(t)

- a band-pass filter is applied to the signal obtained in this
way, passing only the band 0.033 to 0083 Hz
(corresponding to periods from 12 to 30sec.s, from 2 to 5
cycles/min., as in the above definition);

« the time domain is divided in five windows of cqual
length and variance is calculated for each window;



evariance values are sorted in decreasing order 4 and
given to the neural network;

5.6 Uterine-activity/FHR-crasscorrelation: A significant
amount of rules for the visual interpretation of the
cardiotocograms is dedicated to the relations between
contractions and the behavior of the FHR at the same
time. Therefore it is reasonable to calculate the cross-
correlation C(T) between these time series. The intuitive
significance of the cross-correlation is the following:

+ A positive C(T) for some value of T, implies that
when the uterine contraction is above its average value,
the FHR tends to be (T samples later) above its average.

+ A negative C(T), for some T, means that when the
uterine contraction is above its average, the FHR tends to
be (T samples later) below its average (or vice versa).

6. The LAMSTAR Neural Network

We briefly introduce the LAMSTAR NN, its major
features [9, Chapter 13], its implementation principles for
the present problem and the reasons for its selection {11].

The LAMSTAR NN is specifically designed to inherently
handle data sets that may be incomplete,, where data are
both exact and fuzzy and where the size of the memory
composing the network does not allow a sequential
examination of all the memory to search for the desired
features. It allows adding data sets and complete data
categories without re-programming and is unaffected by
missing data. Any new data automatically updatc the
NN’s training which never stops. All aspect as above are
crucial to medical diagnosis as in the present case [11].

6.1 Basic Structure of the LAMSTAR network: The
basic memory elements in the LAMSTAR NN are:

(1) An input word which is a coded real vector of smaller
sub-vectors (subwords), each describing one or more
attributes (features) of the input pattern.

(1) Neurons arranged in Winner-Take-All (WTA) input-
SOM modules [12], and employing BAM memory;

(2) Link weight between winners in the input-SOMs,
which allow interpolation, extrapolation (for missing
data) and allow detection of irrelevant subwords or of
redundant subwords that might lead to duplication of
weights to the output. The link-weights are repeatedly
updated by punishments /reward increments .

(3) The output SOM modules whose winning neurons
yield the output decision (diagnosis). An output winner is
determined according to the summed value of the weight
links connected to it from the winning neurons in the
various input-storing SOM modules. Only winners with
actually stored data for a given input word (say, patient’s
case) are considered, thus being unaffected by missing
data (for a given patient). Punishments/rewards
repeatedly update these weight links too. Their update-
increments are adjustable to emphasize sensitivity (i.e. to
minimize misses) vs. specifity.
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A winning output neuron (decision) denoted as N(ow), is
determined such that it satisfies::

Sum|[L(iw-ow)] >/= Sum[L(iw-0k)] for all k except w
where Sum{..] is over i , iw denoting winning neuron in
the 1’th input module and ok denoting k’th output neuron.

7. Inputs to the LAMSTAR NN

126 features per patient form the input word of the
LAMSTAR NN. These include 20 maternal history data
items, 9 mother’s condition data for time of test (cf.
dilation measurement, body temperature, number of
contractions) and 48 items from the pre-processing
algorithms), including 28 on FHR, 2 on fetal movement,
12 on fetal-movement/FHR cross-correlations and 6 on
uterine-activity/fetal movement cross-correlations. Some
items involve more than one input feature.  All 126
features are entered into the LAMSTAR’s input word.

8. Results

8.1 Data used for the test. The complete set of input data

consists of 73 patterns (patient cases), each composed of
a cardiotocogram section of approximately 30 minutes in
length plus the data indicated in the clinical records. For
each input pattern a set of 126 features was collected (103
were automatically extracted from the cardiotocogram
and 23 from the clinical records) and submitted to the
network. 36 (18 positives and 18 negatives, namely
distress) of the patterns were used for training and 37 (19
positives, 18 negatives) for validation.

8.2 Training goal and results: All training parameters
(such as arrangement of features inside the subwords,
training-resolution and reward/punishment constants)
were set in order to minimize the number of misses, even
if this caused the number of false alarms to increase. After
the training phase, all the patterns used for training were
correctly recognized, whereas 1 miss and 7 false alarms
occurred on the set of 37 validation patterns. This implies
an accuracy of 78.38%, negative predictive value of
91.67% and Sensitivity of 94.44%

9. Conclusions

The present study is a preliminary study of the
applicability and acceptability of a novel NN (The
LAMSTAR) as an aid to the physician and as a training
tool in diagnosing fetal neurological distress prior to
delivery. Such an aid is important since the NN can
continuously “watch” routinely-monitored data and sound
alarms to the physician over hours of continuous pre-
delivery monitoring, whereas this is impractical to be
routinely done in a continuous manner (and on several
monitors) by the physician himself/herself. The goal is






