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Abstract

Reverse-Time Migration (RTM) is a state-of-the-art tech-
nigue in seismic acoustic imaging, because of the quality
and integrity of the images it provides. Oil and gas com- g .
panies trust RTM with crucial decisions on multi-million- - geophones
dollar drilling investments. But RTM requires vastly more
computational power than its predecessors, and this has
somewhat hindered its practical success. On the other
hand, despite multi-core architectures promise to deliver
unprecedented computational power, little attention has
been devoted to efficiently mapping RTM to multi-cores.

In this paper, we present a mapping of the computa-
tional kernel of RTM to the IBM Cell/B.E. processor which
reaches close-to-optimal performance. The kernel proves
to be memory-bound and it achieves a 98% utilization of
the peak memory bandwidth. Our Cell/B.E. implementation
outperforms a traditional processor (PowerPC 970MP) in
terms of performance (with an 8«speedup) and energy-
efficiency (with a 5.8 increase in the GFlops/W delivered).
Also, it is the fastest RTM implementation available to the
best of our knowledge.

These results increase the practical usability of RTM.
Also, the RTM-Cell/B.E. combination proves to be a strong
competitor in the seismic arena.

Figure 1. A prospecting ship gathering data.
The array of airguns is marked with a large
circle in the photo. Airguns produce an
acoustic wave whose echoes are recorded by
the receivers (geophones). Receivers (small
circles) are arranged in a grid located just be-
hind the airgun array.

because they are inherently hard to prospect. The most
prominent examples are reserves located under salt domes,
like in the offshore of the U.S. Gulf of Mexico, which are
estimated to hold 3000 sub-salt oil pools, which account
for 37 billion barrels of “undiscovered conventionally re-
coverable” oil, and 191 trillion cubic feet of gas reserves
[7]. Also, the discovery of a Brazilian deep-water sub-salt
exploration area has recently been announced, which may
contain as many as 33 billion oil barrelq [

. Oil discovery is a theoretical, algorithmic and computa-
1. Introduction tional challenge. Prospection is primarily performed with
acoustic depth-imaging techniques: an intense acougtic si
Energy is the lifeblood of the world economy. The im- nal is directed into the ground, and receivers record the sig
portance of energy sources in the contemporary geopalitica nal’s echoes, e.g. as in Figute Thenwavefield recon-
scenario cannot be overstated. Oil and gas availabiligrdet structionmethods are used to solve approximate equations
mines global growth, energy security, and regional stigbili  which govern the propagation of acoustic waves through
In their search for new reserves, oil companies are turn-the Earth. These methods aim to determine densities and
ing to complex geological structures so far left unexplored shapes of the subsurface structures. Oil companies trust



(25 Gbyte/s). Several works have shown how to reach
almost-optimal utilization of these resourcds]| depend-

ing on whether the workload is compute-bound or memory-
bound [L7], even in the case of irregular, non-numerical
workloads L4, 16, 15, 13].

Moreover, the Cell/B.E. outperforms by a factor of 3—-4
any other HPC platform in terms of energy efficien&g][
especially with high arithmetic-intensity codes. This gk
the Cell/B.E. the only available choice to reach a given
throughput for data centers located in certain power-&chit
urban areas. Its higher energy efficiency is mainly due to
the use of software-managed scratchpad memories in place
of per-core cache memories. Not only do caches occupy a
relevant fraction of silicon area and absorb a major portion
of the electrical power consumed in traditional multi-core
processors, but also the intense snooping traffic of cache-
coherent systems requires a larger, power hungrier on-chip

Figure 2. A side-by-side comparison between interconnect.

the results of WEM and RTM. RTM provides Although the Cell/B.E.'s computational power seems a
higher quality images, with better signal-to- good match to RTM’s demand, no work so far has investi-
noise ratio and clearer structure delineation. gated an efficient mapping of the RTM to the Cell/B.E. This

mapping is the purpose of our work.

We present an optimized implementation of the RTM’s
wavefield reconstruction methods enough to rely on them computational kernel which is specifically designed to ex-
for crucial multi-million-dollar decisions like whethend  Ploit the architectural characteristics of the Cell/B. ke
where to start drilling operations. have parallelized the workload into loosely coupled thsead

Two imaging methods dominate the arena: One-way t0 exploit the multiple independent processing elements,
Wave Equation Migration (WEM) and Reverse-Time Mi- Orchestrated the data transfers to ensure the most efficient
gration (RTM) B]. WEM is very popular thanks to its lower ~memory bandwidth utilization, employed loop unrolling
computational cost and its acceptable degree of accuracy ifnd Single Instruction Multiple Data (SIMD) arithmetics
traditional scenarios. RTM is more accurate, but its com- in the computational kernel to exploit the large amount of
putational cost (at least one order of magnitude higher thanSIMD registers. Due to the relatively low arithmetic in-
WEM) hinders its adoption. tensity of the computational kernel, the workload turns out

When it comes to new scenarios like reserves located be0 be memory-bound, and the cost of computation can be
neath salt, large velocity contrasts or steeply dipping for completely hidden. Our implementation achieves 98% uti-
mations, RTM’s imaging quality advantage over WEM be- lization of the memory bandwidth. Results have been ob-
comes paramount. In fact, RTM can handle events thattained on a dual-socket IBM QS21 blade. To the best of
propagate along both directions of the depth axis, whereasour knowledge, our RTM implementation has the best pub-
WEM cannot. As a consequence, WEM performs poorly lished performance.
with structures, like salt flanks, that are illuminated bgiev We provide a comparison against a reference HPC plat-
turned reflections. Figur2presents a visual comparison of form which employs traditional cache-coherent cores. To
the results provided by WEM and RTM. In general terms, do so, we have developed an equally optimized implemen-
RTM allow savings when finding oil and gas. tation of the RTM kernel for IBM JS21 blades, which sport

On the computer architecture side, the last years’ tech-a dual-core PowerPC 970MP processor (detailed technical
nological issues have put an end to frequency scaling. Ar-specifications are reported in Tatile Our results show that
chitecture designers and application developers havedurn a Cell/B.E.-based QS21 blade outperforms a JS21 blade by
to multi-core architectures in search for more performance a factor of 8.0 in terms of mere performance. Additionally,
The IBM Cell/B.E. is a prominent example of the multi- by delivering 0.16 GFlops/W, a QS21 blade also surpasses
cores employed in scientific computing, e.g. in the Road- a JS21 in terms of energy efficiency, by a factor of 5.3.
Runner project at the Los Alamos National Laboratory, = Thanks to these results, RTM is finally a much more ac-
with an expected peak performance of 1.4 PetaFlops/s.cessible approach. Additionally our results show that the
One Cell/B.E. processor provides remarkable floating point Cell/B.E. has the potential to become a leading platform for
throughput 200 GFlops/s) and main memory bandwidth seismic imaging.



Phases

The remainder of this paper is organized as follows:
Section2 introduces the basics of the RTM algorithm and [0 Cross-correlation
its main computational kernel. SectioBsand Sections oy o
present respectively the results of developing/portint/IRT I Propagation
to a traditional multi-core HPC platform (an IBM JS21 100
BladeCenter blade) and to a Cell/B.E. platform (an IBM
QS20/QS21 BladeCenter blade). Sectthnompares the
performance achieved by the two solutions. Finally, Sec-
tion 6 concludes the paper.
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2. RTM in a Nutshdll
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In this section we briefly present RTM, and we identify 0
its main computational kernel, which is the optimization ta
get of this work.

The purpose of RTM is to generate the image of a ge-
ological medium e.g., multi-mile-deep volumes of subsea
geology. The RTM inputs consists of: an initial version of
the medium to be studied, a wavelet, and the set of recorded
acoustic wave pressure traces.

RTM simulates mathematically the propagation of sound
in the given medium. In the simulation, first the medium is
excited by introducing a wavelet &o), expressed as a
function of frequency and time. Then, wave propagation
(called forward propagation) is mathematically simulated
by using an acoustic wave equation. Then, RTM repeats th ) oo .
task in a backward fashion: starting from the data recorded '€ remainder of RTM as in Figuiincludes the fol-
by the receivers, it propagates the wave field back in time Ipwmg tasks. For the forwar_d_ part: source wavelet intraduc
(backward propagation). Finally, when both fields repre- tion (line 6), boundary conditions (line 9). For the backevar

senting the forward and backward propagation are avail-Part: receivers’ traces introduction (line 6), boundarp-co
ditions (line 9) and, in selected time steps, wavefield corre

able, a cross-correlation between them is performed to gen-"" \ >
erate the output image. lation (line 14), as follows. Once every time steps, the

The acoustic wave propagation equation is a Partial Dif- forward propaganon part saves the forward wavefield. Cor-
ferential Equation (PDE). We assume an isotropic, non- '€SPondingly, once everytime steps in the backward prop-
elastic medium, where density is not variable. This equa- 29tion part, correlation is computed between the current
tion is solved with a Finite Difference method (FIBj{ We waveﬁgld and the forward_wavefleld sa_ved prewousl_y at the
employ an 8th-order discretization over space and a 2nd-Same time step. The choice efdetermines the quality of
order discretization over time. The PDE solver involves a 1€ final image. Lines 5_9. (b_o_th parts), and 1?_14 (back-
3D stencil computation, followed by its correspondinginte Ward part) do not absorb significant execution time and are
gration in time. significantly simpler than the computational kernel.

Figure3 gives a pseudo-code rendition of RTM, where ~ We have benchmarked a sequential, unoptimized imple-
the forward and the backward propagation parts are sepamentation of the code (Figu in order to determine the
rated for sake of clarity. The PDE solver appears in line 3 relative contribution to execution time of the differentrpo
of both the forward and the backward propagation part. Thetions of the workload. The results are reported in Figre
loop in lines 2—4 of both parts absorbs the vast majority of The benchmark shows that the workload is clearly domi-
execution time (see Figure more details below). We elect nated by the FD solvedf] (line 3 in Figure3).
this computational kernel as the object of study of thisrenti The computational weight of the kernel is due to the rel-
work. atively high number of operations it performs per each data

Figure6 details the kernel. The loop structure shows its point. Its stencil uses the memory access pattéjrdég-
3D nature. Line 5 computes the stencil for each point and picted in Figure5(a). Our PDE solver uses a 8-point (per
lines 7-8 perform the time integration of the PDE solver. axis) stencil, depicted in Figurgb). Data are stored in
Thanks to our isotropic assumptions, the stencil can be com-Z-major form (see Figur&(a)), therefore accesses across
puted as a Laplacian operator, i.e. in just on one pass (rathethe X andY axes may be significantly more expensive in a

Forward Backward

Figure 4. Execution time breakdown of the
RTM workload. The compute kernel (“prop-
agation”, line 3 in Figure 3) dominates, with
91.2% of the forward and 70.2% of the back-
ward parts. The correlation between wave
fields amounts for 20.9% of the backward
part.

ethan as a gradient followed by a divergence) as line 5 shows.



Forward propagation part

Backward propagation part

input: medium, shots, alpha

output: forward wavefield

input: medium, receivers'dsa@lpha
forward wavefield
output: image

1: for all time stepgio

2. for all main grid pointdo

3 compute the wave field

4:  endfor

5. for all source locatiomlo

6: add the source wavelet

7. end for

8.  for all absorbing area pointio
9: apply absorption conditions
10: end for
11:  if time step is multiple ofv then
12: save forward wave field
13:  endif
14: end for

1: for all time stepsio

2:  for all main grid pointdo

3: compute the wave field

4. end for

5. for all receivers locatiolo

6: add the receivers data

7:  end for

8:  for all absorbing area pointo
9: apply absorption conditions
10:  end for
11:  if time step is multiple ofv then
12: recall wave field saved at the same time step
13: for all main grid pointdo
14 correlate wave fields,

current with forward

15: end for
16:  endif
17: end for

Figure 3. The RTM Algorithm

Figure 5. The 3D stencil we employ: its mem-
ory access pattern (a), and the data points it
uses (b).

cache-based architecture.

We devote the next two sections to discussing the details
of mapping RTM to the two architectures that we have con-
sidered in this study: the PowerPC 970MP and Cell/B.E.
architecture respectively.

3. RTM on the Power PC 970M P

We want to be able to compare the Cell/B.E.-based RTM
solution that is the focus of this paper against a reference
solution based on a traditional cache-coherent multi-core
platform. To set a fair comparison, both platforms must
be based on commodity hardware available in an HPC- /
supercomputing-oriented configuration. A platform which
satisfies these requirements is the IBM BladeCenter JS21
Type 8844 blade, which sports two double-core PowerPC
970MP processors running at 2.3 GHz. These cores em-
ploy traditional coherent L1 and L2 cache memories. The
AltiVec/VMX SIMD instruction set available in the 970MP
processor is compatible with the one used in the PPE, and
very similar in width (128 bit) and capabilities to one avalil
able on the SPEs. The blade is an off-the-shelf product and

These concerns require us to pay special attention to howit is actively employed in supercomputers (e.g., MareNos-
data are accessed: we will explicitly apply techniquesto in trum [12]). Detailed hardware specifications are reported
crease data reuse (reducing the overall amount of data transn Table1. We have ported RTM to the JS21 platform and
fers) and exploit the memory hierarchy as much as possibleoptimized its computational kernel to the same degree as its

(reducing the overall transfer latency).

Cell/B.E. counterpart we discuss in Sectin



Input: dt2, C00, Z1...Z4, X1...X4, Y1...Y4, u2, ul
Output: u3

1: for y=4..Y-4do
2. for x=4..X-4do

3: for z=4...Z-4do
4: /* Stencil computation */
5: u3[z,x,y] = C00- u2[z,x,y] +

Y4 - (u2[z,x,(y-4)] + u2[z,x,(y+4)]) +
X4 . (u2[z,(x-4),y] + u2[z,(x+4),y]) +
74 - (U2[(z-4) xy] + U2[(Z+4) X)) +

Z1- (u2[(z-1) xy] + u2[(z+1).xy]):

6: /* Integration over time */
7 u3[z,x,y] = v[z,x,y]- v[z,X,y] - u3[z,X,Y];
8: u3[z,x,y] = dt2- u3[z,x,y] + 2- u2[z,x,y] - ulz,x,yl;
9: end for
10:  end for
11: end for
Figure 6. Pseudo-code of the unoptimized PDE solver invoked in line 3 of RTM (see Figure 3). Z,

X, Y are the dimensions of the data set. Z1...Z4, X1...X4, Y1. ..Y4 and COO are spatial discretization
parameters, dt2 is a temporal discretization parameter. In tegrating the equation requires maintaining

the wavefield of at least 2 earlier time steps (u2 and ul), whil e u3 is the current wave field.

Blade JS21 Type 8844 QS20 Type 0200 QS21 Type 0792
Processors PowerPC 970MP Cell/B.E. Cell/B.E.
Sockets x cores 22 2 x (1 PPE + 8 SPESs) 2 (1 PPE + 8 SPESs)
Memory per blade (Gbytes) 8 1 2
Clock Frequency (GHz) 2.3 3.2 3.2
Peak throughput (GFlops/s) 18.4 250 250
SIMD registers (per core) 80 128 (SPE) 128 (SPE)
SIMD width 128 bit 128 bit 128 bit
Main memory standard DDR2 XDR XDR
Cache memory

L1 (data + instr) 32k + 64k 32k + 32k 32k + 32k

L2 1M per core 512k per PPE 512k per PPE
Scratchpad memory — 256k per SPE 256k per SPE

Table 1. Technical specifications of all the systems employe d in our experiments.

For sake of clarity, we split the discussion on optimiza- cuses on JS21, we adopt general techniques, which are in-
tion into two topics: optimizing the memory accesses, and dependent from low-level memory hierarchy details (e.g.,
optimizing computation. number of levels, size, latency of each level, use of hard-

Memory access patterns have been sho#jnd| be crit- ware caches or software-managed scratchpads). Without
ical for the performance of RTM. Whereas this section fo- OpPtimizations, the accesses in lines 5, 7 and 8 (Figire
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Figure 7. The blocking strategy we adopt in Cores

our PowerPC 970MP implementation. Figure 8. Our RTM algorithm enjoys a good

scalability on the JS21 platform.

cause heavy cache thrashing because u3, u2, ul and v are
much larger than the L2 cache, and the L2 cache has lim-
ited associativity (i.e., 2). We counter that wittocking

[11, 20], a classic approach to diminish the cost of memory
accesses. Blocking fills cache levels in order to maximize
the locality of the data being accessed, hence reducing ac
cesses to slower memory levels. To apply this technique, w
transform the 3D data space into a 6D space that better suits Y
the cache hierarchy. Figuré shows this decomposition.

Each sub-block of the 3D space is computed as in Figure
5(a). Furthermore, we employ explicit cache prefetching SIMD Register
instructions to minimize the number of cache misses.

As the optimization of computation_ is concerned, WeeX-  Figure 9. Visual comparison between a scalar
ploit all the forms of parallells_m prowd_ed by the archltgc- (left) and a SIMD stencil (right) in our RTM
ture: the thread-level parallellsm_ prowdeq by the mudipl computational kernel.
cores, and the data-level parallelism provided by the SIMD
instruction set. We use 4 independent threads per blade (2
socketsx 2 cores) with a parallelization strategy that parti-
tions the 3D data space into 4 sub-blocks (FigreEach erly aligned. We specifically align our data to allow for a
core processes its assigned sub-block independentlye SincSIMDized compute stencil, as in Figusright). This or-
each core has its own L2 cache, interference among thread§anization delivers a significant speedup in the stenciécod
iS m|n|ma| Our imp'ementation emp|0ys OpenNHT_ [The with I’eSpeCt to a scalar implementation like the one in F|g'
blocked version of the algorithm sweeps through an index ure8(left).
space of blocks which corresponds to the 3 outermost loops ~ The techniques that we have just applied for our RTM
of the 6D space, whereas the 3 innermost ones are the onel§plementation on the PowerPC 970MP platform provide
in FigureGl We merged the 3 outer |00ps into a Sing|e one, us with an advanced Starting pOint for our Cell/B.E. port,
to provide OpenMP with more opportunities for scheduling, Which is the main subject of the following section.
thus enhancing scalability (Figug.

To exploit data-level parallelism, our code uses the 4. Portingthe RTM onto the Cell/B.E.
Altivec/VMX SIMD instruction set available in the
PPC970MP. SIMD instructions allow to process 4 single-  In this section, we present briefly the Cell/B.E. architec-
precision floating-point operands per cycle. The processorture, and we illustrate the challenges and the details of our
features relatively many SIMD registers (80), so that loop RTM optimized implementation for this target.
unrolling can be used in conjunction with SIMDization to As areference embodiment of the Cell/B.E. platform, we
extract more parallelism from the application. But SIMD consider the IBM BladeCenter QS20 and QS21 blades (see
instructions can be used only if the operand data are prop-Table 1 for the full specifications), which are dual-socket

Scalar Register
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Figure 12. Peak aggregate main memory read
bandwidth per socket, as a function of the
transferred block size. Transfers using a
block size of 512 bytes of larger achieve
the highest aggregate bandwidth, i.e. 22.1
Gbhyte/s (when 8 SPEs are used concur-
rently).

blades, mainly differing from each other by the amount of
installed main memory (1 and 2 GB respectivélyEach
Cell/B.E. processor on a QS2x blade contains a general-
purpose 64 bit PowerPC-type Power Processing Element
(PPE) with cache memories, and 8 Synergistic Process-

1At the time this study is written, QS22 blades are not avadlabl
us yet. The major improvements of QS22 blades are a larger memory
endowment (32 GBytes) and the PowerXCell 8i processor, wieatures
fully-pipelined double precision SPE floating point uni&nce our RTM
code only employs single-precision arithmetics, the impa@Q®$22 blades
would not be substantial.

Size in X direction

ocessor partitions the 3D input space along

ing Elements (SPE) with software-based scratchpad mem-
ories called Local Stores (LS). The PPE and the SPEs have
both a (slightly different) 128-bit wide SIMD instruction
set, which allows for example to process simultaneously 4
single-precision floating-point operands.

Programming the SPEs in an efficient way is a challeng-

ing task because:

1. the use of SIMD instructions requires an appropriate
data layout (padding and alignment);

. the branch predictors are simple, and the mispredic-
tion penalty is high; control-flow-intensive should be
rewritten as data-flow-intensive when possible;

. load/store instructions only operate on the LS, which is
small (256 kbytes, shared for code and data); the pro-
grammer must divide computational kernels in frag-
ments which operate on working sets small enough to
fit the LS;

. accesses to the main memory only happen via Di-
rect Memory Access (DMA) operations, and are per-
formed independently by a Memory Function Con-
troller (MFC); the programmer must use the MFC to
overlap computation and transfers, to hide the shorter
of the two latencies;

. also, DMA performance is influenced by usage param-
eters (transfer block size and alignment, average con-
current requests, bank congestion, controller conges-
tion, NUMA issues); it is the programmer’s respon-
sibility to adopt congestion-avoiding memory access
patterns;
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we can completely hide the latency of computation.

Our parallelization strategy partitions the input 3D space platform
along theX axis as in Figurel0. Each SPE processes a
distinct sub-cube. Within an SPE, is the traversing direc-
tion. Sub-cubes are much larger than the space available ir
the LS. Therefore, we implement a double-buffetedX
plane streaming. This data-space traversal strategy ghrove
[11] to be optimal in reducing the traffic in the memory hi-

erarchy.

Store buffer 0 (3.5 us) 9.3 kB.

Load buffer 0 (12.4 us)

ately computation and data transfers,

Avg. Exec. Arithmetic Energy
power time  Throughput Efficiency
[W] [s] [GFlops] [GFlops/W]

Js21 267 410 7.3 0.03

QS20 315 55 54.1 0.17

Qs21 370 5.0 58.3 0.16
Table 3. Energy efficiency comparison be-
tween JS21 and QS2x blades. The QS2x

blades show significantly better values, up to
0.16 GFlops/W.

To exploit SIMD, we have adopted an aligned and
padded data layout, and manually tuned the computational
kernel by using the SIMD SPE intrinsics and language ex- ;
tensions available in the IBM Cell SDK 3.0. The many 5. Performance Evaluation
(128) SIMD registers allowed significant loop unrollingg.i.

the same basic block computes 20 data points. Thisis asig- This section presents the experimental performance re-

nificant improvement over the PowerPC 970MP-based im- sults obtained by our optimized Cell/B.E. implementation,

plementation, where the fewer registers (80) allowed only and compares them against the theoretical performance

for 12 data points to be processed in the same basic block. bounds.



Implementation Version 1 2 3 4 5
SIMD Vectorization no yes yes yes yes
Loop Unroll Factor - - - - 3
Clock cycles per iteration (M) 55 14 12 10 6
Average CPI 2.16 4.36 4.35 1.92 1.03
Single issue rate (%) 18.9 8.0 8.0 21.2 51.7
Dual issue rate (%) 11.0 6.6 6.6 12.2 18.7
Stall due to dependency (%) 134 10.8 10.7 9.8 22.4
Speedup 1.00 13.9 15.1 17.8 189
Aggregate bandwidth used (GBytes/s) 1.16 16.5 175 20.4 21.6

Table 2. Impact of our Cell/B.E. optimizations on the perfor mance of RTM. Our best implementation
achieves a 18.9 x speedup with respect to the unoptimized code.

Figure 15. The forward wave propagation for one time step (le ft) and the final result of RTM (right),
for one shot and one receiver in a constant-velocity medium.

For sake of clarity, we discuss separately the optimiza- value which is 98% of the peak value (i.e. 21.66 Gbyte/s).
tion of data transfers and computation. Finally, we show  We now discuss the optimization of the computational
how the two overlap in time and motivate that memory kernel in isolation. We have optimized it in a sequence of
bandwidth is the bottleneck of the architecture for this ap- refinement steps which are summarized TableVersion

plication. 1 is unoptimized. Version 2 uses SIMDization. Version 3
To determine the peak aggregate bandwidth we employuses in-place buffer recycling to minimize the data trans-
the same micro-benchmark suite as Kistler ebalBench- fers, at the expenses of a few additional address arithmetic

marks show that the maximum per-socket bandwidth wheninstructions. Version 4 reduces the register pressureen th
all the SPEs transfer concurrently is 22.1 Gbyte/s, and itinnermost loops, reducing the amount of spilling. Version 5
is obtained when the block size is 512 bytes or larger (Fig- unrolls the loop along th& direction, reducing the depen-
ure12) and each SPE issues as many concurrent transfers adency stalls and amortizing better the loop branches. Our
needed. This represents the theoretical bound that our imbest version (version 5) is a significant improvement over
plementation should approximate. We have benchmarkedthe unoptimized version, in terms of SIMD efficiency, dual
the data-transfer part of our application, which transfers issue rates and total stalls.

data in blocks as large as 15.6 kbytes, with the minimum  Finally, we discuss how computation and data-transfer
number of concurrent transfers needed to feed the in-placeanteract to determine the overall performance of the algo-
multi-buffering recycling. We have measured a bandwidth rithm. We analyzed the latencies involved in the computa-



Input: dt2, C00, Z1...Z4, X1...X4, Y1...Y4, u2, ul

Output: u3

1: for all subcubesio

2. [*head */

3 for y=1...4 do

4: for x =1, X _subcube do

5 for z=1,Z/4do

6 Compute stencil and
time integration /[*4-
way SIMD*/

7 end for

8: end for

9: end for

10:  /* body */

11: for y=5...Y —4 do

12: for x =1, X _subcube do

13: for z=1,Z/4 do

14: Compute stencil and
time integration /[*4-
way SIMD*/

15: end for

16: end for

17.  end for

18:  [*tail */

19: for y=Y —3...Y do

20: for x =1, X _subcube do

21: for z=1,Z/4do

22: Compute stencil and
time integration /*4-
way SIMD*/

23: end for

24: end for

25:  end for

26: end for

Figure 13. The SIMDized PDE solver as im-
plemented on the Cell/B.E. The Z axis is 4-
way SIMDized. The Y-X nested loops use in-
place buffer recycling. This loop needs a sep-
arate head and tail to account for absorption
boundary conditions. Every SPE computes
one or more subcubes depending on the X
dimension size and X _subcube size.

T Z=168 -
Z2=176 —8

6 z=184
z=192

Speed-up

1 2 3 4 5 6 7 8
Synergistic Processing Elements
Figure 14. Scalability of our Cell/B.E. imple-

mentation as a function of the Z dimension
size, compared to ideal scalability.

tion kernel (for our best implementation) and in the associ-
ated data transfers. Results show that memory bandwidth is
the bottleneck, and the cost of computation can be hidden
completely under the cost of data transfers, this condition
holds for every possible input set and any trace segment.
For instance, in Figur&6, the body segment depicts has a
computation time of 58s and a transfer time of 63.6.

Our experiments use a test configuration where the in-
put data set has 19% 384 x 560 points (directions:
7 x X xY). Inthis configuration, computation takes (on the
average) 91.1% of the transfer latency. The cost of schedul-
ing and the impact of the loop head and tails on the overall
performance are negligible, as Figuré shows. Scalabil-
ity is very good, as Figuré4 shows. These results do not
motivate further optimization effort in the compute kernel
This also appears on the last line in TaBleour best opti-
mization processes as much bandwidth as our data-transfer
part is capable of providing in isolation.

We report comparative performance results in Teble
The reported execution times do not include 1/0O time and
non-recurring allocation or initialization delays. Alsbgy
are averages over repeated runs, to eliminate spurious ef-
fects (e.g. bus traffic, or unpredictable operating system
events). Figurel5 shows an output images for both the
model (Fig. 15, left) and a RTM migration (Figl15, right)
when the algorithm is applied in a test configuration with a
constant velocity field and one receiver.

The results show a clear advantage of Cell/B.E. over
JS21, both in terms of performance and energy efficiency.
This is mainly explained by the use of an explicit working
set management that allows for high data re-utilizatiod, an
by the overlapping of data transfers and computation which
allows to completely hide the cost of computation.
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Figure 16. Execution traces show that thread scheduling is e fficient and that loop heads and tails
(light colors) take a small fraction of the total execution t ime. The chart above shows multiple time
steps, while the chart below is a single-time-step zoom of th e one above. The traces were obtained
with paraver [ 3].

6. Conclusions processors— as a practically viable solution in everyday us
for industrial-size deployments. Moreover, it proves that

We have presented an optimized software design for.the Cell/B.E. has the potential to be the leading architectu

the computational kernel of the RTM seismic imaging ap- n Fh_e seismic domain in terms of performance and energy-
. : efficiency.

proach, based on the Cell/B.E. architecture. Our implemen- Future developments of this work include: tuning the al-

tation is close to optimality according to performance indi . . '

cators (e.g., 98% of the peak bandwidth throughput), and it 321t to peak performance, extending our approach to the

shows a 8.& speedup when compared against a referenceent!re.’ production-level RTM Wo_rklo_ad, anq developlng an

traditional multi-core platform based on a PowerPC 970MP o_ptlmlzed _system-sca!e parallelization which exploit- ef

processor. Furthermore, our implementation features an enCIentIy the inter-blade interconnect.

ergy efficiency corresponding to 0.16 GFlops/W, which is

5.3x higher than the reference.

Our implementation is the fastest RTM implementation
of which performance data are available. This solution con-
tributes to enabling RTM —which has been regarded so far
as desirable but too computationally demanding: gigan-
tic datasets and months of CPU time for today commodity  2see www.kaleidoscopeproject.info.
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