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ABSTRACT
Now that the use of garbage collection in languages like Java is be-
coming widely accepted due to the safety and software engineering
benefits it provides, there is significant interest in applying garbage
collection to hard real-time systems. Past approaches have gener-
ally suffered from one of two major flaws: either they were not
provably real-time, or they imposed large space overheads to meet
the real-time bounds.

Our previous work [3] presented the Metronome, a mostly non-
copying real-time collector. The Metronome achieves worst-case
pause times of 6 milliseconds while maintaining consistent mutator
CPU utilization rates of 50% with only 1.5–2.1 times the maximum
heap space required by the application, which is comparable with
space requirements for stop-the-world collectors.

However, that algorithm assumed a constant collection rate, ig-
nored program-dependent characteristics, and lacked a precise spec-
ification for when to trigger collection or how much defragmenta-
tion to perform. This paper refines the model by taking into ac-
count program properties such as pointer density, average object
size, and locality of object size. This allows us to bound both the
time for collection and consequently the space overhead required
much more tightly. We show experimentally that most parameters
usually are not subject to large variation, indicating that a small
number of parameters will be sufficient to predict the time and
space requirements accurately.

Our previous work also did not present the details of our ap-
proach to avoiding and undoing fragmentation. In this paper we
present a more detailed analysis of fragmentation than in previous
work, and show how our collector is able to bound fragmentation
to acceptable limits.
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1. INTRODUCTION
Garbage collected languages like Java are making significant in-

roads into domains with hard real-time concerns, such as automo-
tive command-and-control systems. However, the engineering and
product life-cycle advantages consequent from the simplicity of
programming with garbage collection remain unavailable for use in
the core functionality of such systems, where hard real-time con-
straints must be met. As a result, real-time programming requires
the use of multiple languages, or at least (in the case of the Real-
Time Specification for Java [7]) two programming models within
the same language. Therefore, there is a pressing practical need
for a system that can provide real-time guarantees for Java without
imposing major penalties in space or time.

In previous work [3], we presented the design and evaluation of
a uniprocessor collector that is able to achieve high CPU utiliza-
tion during collection with far less memory overhead than previ-
ous real-time garbage collectors, and that is able to guarantee time
and space bounds provided that the application can be accurately
characterized in terms of its maximum live memory and average
allocation rate over a collection interval.

The contributions of this work are

� A more precise analysis of fragmentation than previous stud-
ies of garbage collected systems, with an experimental eval-
uation of the efficacy of our techniques for avoiding and un-
doing fragmentation;

� A precise cost model for the time required for performing
real-time incremental garbage collection, which allows us
to bound the time required for collection and the associated
space overhead for real-time operation much more precisely
than in previous work; and

� An evaluation of the relationship between mutator CPU uti-
lization level and space consumption in a real-time garbage
collected environment.
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Figure 1: Pause time distributions for javac in the Metronome,
with target maximum pause time of 6 ms. Note the absence of
a “tail” after the target time.

The paper is organized as follows: Section 2 gives an overview
of our previous work on the Metronome collector. Section 3 an-
alyzes the causes of fragmentation and Section 4 describes our
mechanisms for avoidance and removal of fragmentation. Section 5
describes the way in which we obtain time bounds for collection,
provides a model for the cost of collection, and evaluates the rele-
vant metrics. Section 6 presents tighter space bounds and describes
the conditions for triggering collection. Section 7 discusses related
work.

2. OVERVIEW OF THE METRONOME
We begin by summarizing the results of our previous work [3]

and describing the algorithm and engineering of the collector in
sufficient detail to serve as a basis for understanding the work de-
scribed in this paper.

Our collector, the Metronome, is an incremental uni-processor
collector targeted at embedded systems. It uses a hybrid approach
of non-copying mark-sweep (in the common case) and copying col-
lection (when fragmentation occurs).

The collector is a snapshot-at-the-beginning algorithm that allo-
cates objects black (marked). While it has been argued that such a
collector can increase floating garbage, the worst-case performance
is no different from other approaches and the termination condition
is easier to enforce. Other real-time collectors have used a similar
approach.

Figures 1 and 2 show the real-time performance of our collector.
Unlike previous real-time collectors, there is no “tail” in the dis-
tribution of pause times, CPU utilization remains very close to the
target, and memory overhead is low — comparable to the require-
ments of stop-the-world collectors. In this section we explain how
the Metronome achieves these goals.

2.1 Features of our Collector
Our collector is based on the following principles:

Segregated Free Lists. Allocation is performed using segregated
free lists. Memory is divided into fixed-sized pages, and each
page is divided into blocks of a particular size. Objects are
allocated from the smallest size class that can contain the
object.
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Figure 2: CPU utilization for javac under the Metronome. Mu-
tator interval is 6 ms, collector interval is 6 ms, for an overall
utilization target of 50%; the collector achieves this within 3%
variation.

Mostly Non-copying. Since fragmentation is rare, objects are usu-
ally not moved.

Defragmentation. If a page becomes fragmented due to garbage
collection, its objects are moved to another (mostly full) page.

Read Barrier. Relocation of objects is achieved by using a for-
warding pointer located in the header of each object [8]. A
read barrier maintains a to-space invariant (mutators always
see objects in the to-space).

Incremental Mark-Sweep. Collection is a standard incremental
mark-sweep similar to Yuasa’s snapshot-at-the-beginning al-
gorithm [18] implemented with a weak tricolor invariant. We
extend traversal during marking so that it redirects any point-
ers pointing at from-space so they point at to-space. There-
fore, at the end of a marking phase, the relocated objects of
the previous collection can be freed.

Arraylets. Large arrays are broken into fixed-size pieces (which
we call arraylets) to bound the work of scanning or copying
an array and to bound external fragmentation caused by large
objects.

Since our collector is not concurrent, we explicitly control the
interleaving of the mutator and the collector. We use the term col-
lection to refer to a complete mark/sweep/defragment cycle and the
term collector quantum to refer to a scheduler quantum in which the
collector runs.

2.2 Read Barrier
We use a Brooks-style read barrier [8]: each object contains a

forwarding pointer that normally points to itself, but when the ob-
ject has been moved, points to the moved object.

Our collector thus maintains a to-space invariant: the mutator
always sees the new version of an object. However, the sets com-
prising from-space and to-space have a large intersection, rather
than being completely disjoint as in a pure copying collector.

While we use a read barrier and a to-space invariant, our collec-
tor does not suffer from variations in mutator utilization because
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Figure 3: Tuning the performance of an application (mutator)
with the collector. The mutator and collector each have certain
intrinsic properties (for the mutator, the allocation rate over the
time interval of a collection, and the maximum live memory us-
age; for the collector, the rate at which memory can be traced).
In addition, the user can select, at a given time resolution, either
the utilization or the space bound (the other parameter will be
dependent).

all of the work of finding and moving objects is performed by the
collector.

Read barriers, especially when implemented in software, are fre-
quently avoided because they are considered to be too costly. We
have shown that this is not the case when they are implemented
carefully in an optimizing compiler and the compiler is able to op-
timize the barriers.

We apply a number of optimizations to reduce the cost of read
barriers, including well-known optimizations like common subex-
pression elimination, as well as special-purpose optimizations like
barrier-sinking, in which we sink the barrier down to its point of
use, which allows the null-check required by the Java object deref-
erence to be folded into the null-check required by the barrier (since
the pointer can be null, the barrier can not perform the forwarding
unconditionally).

This optimization works with whatever null-checking approach
is used by the run-time system, whether via explicit comparisons
or implicit traps on null dereferences. The important point is that
we usually avoid introducing extra explicit checks for null, and we
guarantee that any exception due to a null pointer occurs at the same
place as it would have in the original program.

The result of our optimizations is that for the SPECjvm98 bench-
marks, read barriers only have a mean cost of only 4%, or 9.6% in
the worst case (in the 201.compress benchmark).

2.3 Time-Based Scheduling
Our collector can use either time- or work-based scheduling.

Most previous work on real-time garbage collection, starting with
Baker’s algorithm [4], has used work-based scheduling. Work-
based algorithms may achieve short individual pause times, but are
unable to achieve consistent utilization.

The reason for this is simple: work-based algorithms do a little
bit of collection work each time the mutator allocates memory. The
idea is that by keeping this interruption short, the work of collec-
tion will naturally be spread evenly throughout the application. Un-

fortunately, programs are not uniform in their allocation behavior
over short time scales; rather, they are bursty. As a result, work-
based strategies suffer from very poor mutator utilization during
such bursts of allocation.

In fact, we showed both analytically and experimentally that
work-based collectors are subject to these problems and that uti-
lization often drops to 0 at real-time intervals.

Time-based scheduling simply interleaves the collector and the
mutator on a fixed schedule. While there has been concern that
time-based systems may be subject to space explosion, we have
shown that in fact they are quite stable, and only require a small
number of coarse parameters that describe the application’s mem-
ory characteristics in order to function within well-controlled space
bounds.

2.4 Provable Real-time Bounds
Our collector achieves guaranteed performance provided the ap-

plication is correctly characterized by the user. In particular, the
user must be able to specify the maximum amount of simultane-
ously live data � as well as the peak allocation rate over the time
interval of a garbage collection ����� �"!�#�$ . The collector is param-
eterized by its tracing rate % .

Given these characteristics of the mutator and the collector, the
user then has the ability to tune the performance of the system using
three inter-related parameters: total memory consumption & , min-
imum guaranteed CPU utilization '�( , and the resolution at which
the utilization is calculated �*) .

The relationship between these parameters is shown graphically
in Figure 3. The mutator is characterized by its allocation rate over
the interval of a garbage collection � � � �"!�#�$ and by its maximum
memory requirement � . The collector is characterized by its col-
lection rate % . The tunable parameters are �*) , the frequency at
which the collector is scheduled, and either the CPU utilization
level of the application '+( (in which case a memory size & is deter-
mined), or a memory size & which determines the utilization level
'+( .

3. CAUSES OF FRAGMENTATION
Memory consists of pages of size , . Each page is divided into

fixed-size blocks, with a maximum block size of - . , and - are
generally powers of two. There are . different block size classes/�021	3	3	3	14/	5 , where /	576 - .

The total fragmentation in the system consists of three types:

� unused space at the end of a block (internal fragmentation);

� unused space at the end of a page (which we have named
page-internal fragmentation); and

� unused blocks that could satisfy a request for a different size
object (external fragmentation).

Our use of the term external fragmentation is not the standard
one, but it is consistent with the existing definitions.

3.1 Internal Fragmentation
Internal fragmentation is fundamentally expressed as a ratio be-

tween the inherent space required by live objects and the actual
space they consume. We thus define the absolute internal fragmen-
tation as follows. The memory is considered to be divided into 8
blocks 9 0	1	3	323	1 92: and ;�< =?>@�A9	B $ is the size of the block, C*D�E D+�A9	B $
is the size of the object residing in the block, and FG<IH�>@�A92B $ is 1 if
the block contains a live object and 0 otherwise. Thus the absolute
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internal fragmentation is��� 6 :�
B � 0 � ;�< =?>@�A9	B $�� C*D�E D+�A9	B $ $��?FG<IH�>@�A9	B $ (1)

and the total live data is

� �I)4$ 6 :�
B � 0 C*D�E D��A9	B $���FG<IH�>@�A9	B $ (2)

so the relative internal fragmentation is� � 6 ���
� �I)4$ (3)

Note that this is the definition of fragmentation at a particu-
lar point in time, and furthermore, the use of the 	�

�����A92B $ predi-
cate implicitly assumes that information from the garbage collector
marking phase is available and precise.

3.1.1 Controlling Internal Fragmentation
Berger et al. [6] discuss the problems due to internal fragmenta-

tion in a segregated list allocator, and use a ratio between adjacent
block sizes to bound internal fragmentation in the Hoard collector,
such that

/ B 6��I/ B�� 0 ��������$�� (4)

where � is the maximum acceptable internal fragmentation ratio.
We adopt this strategy as well.

However, all non-defragmenting collectors face a fundamental
tradeoff: a small ratio between sizes minimizes internal fragmen-
tation but increases external fragmentation because free blocks are
scattered among a larger number of free lists. Johnstone [14] ob-
served that the coarse size classes that are common generally lose
more to internal fragmentation than they gain from avoiding exter-
nal fragmentation.

A major advantage of our collector is that we can allow a small
ratio between block sizes because we know that if fragmentation
occurs, the blocks will be compacted, allowing us to redistribute
unused pages to other sizes. In this sense, our collector is adaptive,
responding to the changing object size needs of the application.
While it is in a steady state, the distribution of object sizes is rela-
tively constant, and so we expect to perform little defragmentation.

3.2 Page-Internal Fragmentation
Page-internal fragmentation has not received much attention, but

can occasionally lead to significant loss of space. In particular, the
ratio between the page size , and the maximum block size - must
be chosen carefully, or in pathological cases 50% of memory could
be wasted.

For instance, a common practice is for objects up to half the page
size ( ,���� ) to be allocated in blocks, and for larger objects to be al-
located as a set of contiguous pages. This means that an application
that allocates many objects of size ,���� �!� will experience approx-
imately 50% fragmentation.

More generally, page-internal fragmentation is bounded by -"�?, .
Formally, memory is considered to consist of # pages denoted$�0	123	3	3	1�$&% . ;�< =?>@� $ B $ is the size of the blocks in $ B , and FG<IH�>@�A9	B $

is 1 if the page contains live blocks and 0 otherwise. Thus the
absolute page-internal fragmentation is� % 6

%�
B � 0

'
,(� ;�< =?>@� $ B $���) ,

;�< =?>@� $ B $+*&, ��FG<IH�>�� $ B $ (5)

and since page-internal fragmentation always occurs on pages that
have at least one live block, which must be larger than the fragment

at the end of the page, the relative page-internal fragmentation can
be expressed as � % 6 � %

� �I)4$ (6)

3.3 External Fragmentation
In order to perform defragmentation, we must first be able to de-

fine and measure the fragmentation level. On the most naı̈ve level,
we say that a page that is discovered to be empty and is therefore
usable by any size is not fragmented; similarly, a page that is fully
occupied with live objects is not fragmented. Thus fragmentation
occurs only in pages that contain a mixture of live and dead objects.

Formally, we define FG<IH�>@� $ B $ to be 1 if the page contains live
blocks, -/. 0214365@� $ B $ to be the set of block indices for blocks in $ B ,
and C > D87��A9:9�$ 6 �;� FG<IH�>@�A9:9�$ . Then in the simplest terms the
absolute external fragmentation can be defined as��<�= 6

%�
B � 0 FG<IH�>@� $ B $��">? �92@�A�B CED�FEGIH J2KEL ;�< =?>@�A9:9�$���C > D87 �A9:9�$�MN (7)

However, this measure is far too conservative. Object allocation,
like many other things, generally obeys a locality property: locality
of size. That is, if the program allocates a lot of objects of size / B
in the recent past, it is likely to continue to do so in the near future.
Thus, a program with locality of size will likely re-use many of the
“fragmented” blocks before the next collection, and therefore any
effort spent in defragmenting those blocks would be wasted.

If we could perfectly predict the mutator’s future behavior, we
could define OP5	>Q. >45I5@�A9:9�$ to be 1 if block 9:9 is dead and will not be
re-used by the mutator before the next collection, and 0 otherwise.
Then a perfect definition of external fragmentation is��<SR 6

%�
B � 0 FG<IH�>@� $ B $��T>? �92@�A�B CED�FEGIH J2KEL ;�< =?>@�A9:9�$���OP5	>Q. >45I5@�A9:9�$�MN

(8)
Of course, we can not make use of such an oracular function.

However, we can approximate it fairly accurately in practice by us-
ing the locality of size property: the number of objects in size class/ B that were re-used since the last collection will often be a good
predictor of the number of objects that will be re-used until the next
collection. We call an object that has been dead for more than one
collection cycle a mummy. We can easily define (and compute) the
predicate UWV�XYXYZ��A9:9�$ from the C > D87��A9:9�$ predicate applied to the
current and previous collection cycles. Then a practical approxi-
mation for external fragmentation is��< 6

%�
B � 0 FG<IH�>@� $ B $��T>? �92@�A�B CED�FEGIH J2KEL ;�< =?>@�A9:9�$���UWV�XYXYZ��A9:9�$�MN

(9)

3.3.1 Relative External Fragmentation
However, how to define the relative fragmentation is more prob-

lematic. Previous work has been almost entirely in the context of
explicit memory allocation, where the programmer explicitly calls
free() to release a block of memory. Even in this environment,
the question of how to quantify fragmentation is problematic.

Johnstone and Wilson [15] consider four different ways of mea-
suring fragmentation, three of which are relative to the maximum
memory allocated by the program. Note that their model for al-
location is that the allocator attempts to satisfy the request from
its available pool, and on failure gets more memory from the un-
derlying system using sbrk(). As a result, the heap size is a
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Figure 4: Fragmentation at � 6 �6� � and � 6 �6��� .
monotonically increasing function, and they are always measuring
fragmentation relative to the amount of memory in use at the end
of the program.

On the other hand, in a garbage collected system, the applica-
tion typically runs until some pre-defined heap size is exhausted, at
which point collection and possibly compaction (either by semi-
space copying, sliding compaction, or other techniques) is per-
formed. Thus if the heap size is & , we could define the relative
external fragmentation as

� < 6 ��< ��& , but this has the obvious
disadvantage that it is entirely dependent upon the heap size with
which we run the program, and can therefore misrepresent the qual-
ity of the system.

Some collectors heuristically allocate more heap space under
certain conditions, and this is often important for achieving good
real-world performance, but it further complicates the already con-
fusing question of how to define relative external fragmentation.

Johnstone and Wilson suggest that fragmentation is primarily a
problem at allocation spikes, and this is certainly true. However,
their primary method for measuring fragmentation is to compare
the peak memory utilization (at the end of the run) to the maxi-
mum utilization (at any point in the run). Such a measure seems
problematic, since the two points are disjoint in time.

Fundamentally, the relative external fragmentation should mea-
sure what proportion of the space is being wasted. Therefore, free
blocks which are available for any size class should not be consid-
ered. Instead, we define relative external fragmentation in terms of
the amount of memory which is not available for arbitrary alloca-
tion, relative to the amount of memory in use:� < 6 ��<

� �I)4$ (10)

3.4 Size-External Fragmentation
It is further useful to separately consider a particular kind of ex-

ternal fragmentation, namely that which occurs when for example
there is a single object of a given size class. In that event, no mat-
ter what the size of the object, and no matter whether we are able
to perform defragmentation, the object will consume a full page.
We call this size class fragmentation, since it is a type of external
fragmentation that occurs within a size class.

Fortunately, size class fragmentation is limited to one page per
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Figure 5: Reduction in maximum heap requirement due to de-
fragmentation

size class, so if there are . size classes the size-external fragmen-
tation is bounded by . ��, . However, since we are aggressive
in our use of significant numbers of size classes to avoid internal
fragmentation, this overhead may be significant on certain types of
memory-constrained devices. In our implementation . 6���� and
, 6 ��� KB, so

���	��
 �
� KB.
Size class fragmentation is the portion of the fragmented data

that can not be defragmented. It is computed as follows:

� � /�� $ 6 �
� B�� ��� ���:H J2KEL �����
� >? �92@�A�B CED�FEG:H J2K�L ;�< =?>@�A9:9�$��?FG<IH�>@�A9:9�$�MN

(11)��� 6
5�

� � 0 , � � � � /�� $�� �"! ,�$ (12)

where
� � /�� $ is the total size of allocated blocks for size class /#� ,

and
��� � /�� $ computes the number of residual blocks that could not

be compacted onto completely full pages, which is subtracted from
the page size to get the number of bytes lost in this “last page”.
Finally,

���
simply sums the terms for all size classes.

3.5 Measurements
Figure 4 shows the contributions of the different types of frag-

mentation for the SPECjvm98 benchmarks using two different ge-
ometric size class progressions: � 6 �6� � , which is what we use in
our system, and � 6 �6��� , which is a common value in systems that
are not able to perform dynamic defragmentation.

The bottom-most bar shows the contribution of internal fragmen-
tation which varies with � , which is most apparent in db, javac,
mpeg, and compress.

Not surprisingly, page-internal fragmentation is negligible, al-
though it is visible for mpeg.

The black bars show true external fragmentation: blocks that
have mummified, or not been allocated for more than a full collec-
tion cycle. These blocks have reduced the effective heap size and
forced collection to begin sooner, reducing the overall throughput
of the system.

The “Recently Dead” bar indicates blocks that are free but were
in use during the previous collection cycle; therefore, due to local-
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ity of size we expect to re-use them during the coming cycle and
do not consider them as contributing to external fragmentation.

Figure 5 shows the effectiveness of defragmentation by measur-
ing the minimum heap size in which the application can run when
the collector operates in stop-the-world mode. Obviously, the real-
time collector does not stop the mutators; this is more of a limit
study of the capability of defragmentation to reduce heap usage.

The graph shows the original heap requirement, the heap require-
ment with defragmentation turned on, and the maximum live data
requirement of the application (which is the lower bound). With
the exception of javac, defragmentation allows us to run the ap-
plication in a heap that is very close to the minimum size.

4. DEFRAGMENTATION
Now that we have defined the various kinds of fragmentation, we

can summarize our strategy for preventing fragmentation overall:

� internal fragmentation is limited to � by setting neighboring
size classes to / B 6��I/ B�� 0 ��������$�� ;

� page-internal fragmentation is limited to -"�?, ; and

� external fragmentation is eliminated by the use of arraylets
and explicit defragmentation as required to maintain real-
time bounds.

In our implementation, we use , 6 � 0 � , or 16 KB pages and a
maximum block size - 6 � 0 0 or 2 KB. We use � 6 �6� � to limit
internal fragmentation, which gives . 6���� size classes.

Since we never subdivide pages into objects larger than - 6 � 0 0 ,
the loss of space in our collector due to page-internal fragmentation
is bounded by -"�?, 6 �6� � .

As we will describe in Section 6.2, our system automatically de-
termines how many pages must be defragmented in order for the
system to be able to guarantee that it will continue to meet real-
time bounds.

Given this target number of pages, we divide the defragmentation
work as evenly as possible across the individual size classes. Each
size class consists of a linked list of pages.

The algorithm we use for defragmenting a size class is:

1. sort the pages by the number of unused objects per page.

2. set the allocation pointer to the first non-full page in the re-
sulting list.

3. set the page to evacuate to the last page in the list.

4. while the target number of pages to evacuate in this size class
has not been met, and the the page to evacuate does not equal
the page in which to allocate, move the live objects from the
page to evacuate into the next available object in the page at
the head of the list.

This strategy performs defragmentation by moving objects from
the most lightly used pages onto pages that are almost full. The re-
sult is that the minimal number of object moves is performed, and
the maximal number of completely full pages is created. The latter
part of the strategy may result in poor cache locality, so it might be
more desirable to move objects onto pages that have a larger num-
ber of free blocks in order to preserve some of the locality among
the moved objects.

5. TIME BOUNDS
In our previous work [3], the time required to collect � MB of

live memory was described by a single parameter, % , the collection
rate in MB/s 1. However, our measurements showed that the actual
collection rate varied from application to application by as much
as 50% (36.7–57.4 MB/s). Furthermore, this constant assumes that
collection time is entirely dependent on the mark phase of collec-
tion. While this is often true, it is somewhat imprecise and may be
false for certain unusual applications.

In a time-scheduled collector, the parameter % determines the
amount of excess memory � required for the mutator to be able to
continue to run while a full collection is performed.

In this section we refine the notion of how we estimate the time
required to perform a collection. In the following section we show
how this can be used to tighten the bound on the heap size necessary
in order to meet real-time requirements.

5.1 Our Previous Work
For clarity of exposition we briefly recapitulate the derivation of

time and space bounds from our previous work [3]. In Sections 5.2
and later we will show how these derivations can be refined to pro-
duce tighter space bounds

We can define the real-time behavior of the combined system
comprising the user program and our garbage collector with the
following parameters:

��� � ��� 0	1 ���	$ is the amount of memory allocated in the time
interval ��� 0	1 ���2$ in MB/s.

� � �����+$ is the total amount of live memory at time � in MB
(excluding garbage, overhead, and fragmentation).

� % is the garbage collector processing rate (MB/s). Since
ours is a tracing collector, this is measured over live data.

A time � is on an idealized axis in which the collector runs in-
finitely fast — we call this mutator time. As a practical matter this
can be thought of as time measured when the program has sufficient
memory to run without garbage collecting.

5.1.1 Mapping Between Mutator and Real Time
Now consider a realistic execution in which the collector is not

infinitely fast. Execution will consist of alternate executions of mu-
tator and collector. Time along real time axis will be denoted with
the variable ) .

The function
� �I)4$	�
� maps from real to mutator time, where

�
� ) . Functions that operate in mutator time are written

� � ���+$
while functions that operate in real time are written

� �I)4$ .
The live memory of the program at time ) is thus

� �I)4$ 6 � � � � �I)4$ $ (13)

and the maximum memory requirement over the entire program
execution is

� 6 !���
� � �I)4$ 6 !���
� � � ���+$ (14)

5.1.2 Time-Based Scheduling
Time-based scheduling interleaves the collector and mutator us-

ing fixed time quanta. It thus results in even CPU utilization but
is subject to variations in memory requirements if the memory al-
location rate is uneven. A time-based real-time collector has two
additional fundamental parameters:0
In [3] we called this parameter # , but we use % in this paper

because we have used # to denote the number of pages.
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� � ( is the mutator quantum: the amount of time (in seconds)
that the mutator is allowed to run before the collector is al-
lowed to operate.

� # ( is the time-based collector quantum (in seconds of col-
lection time).

For the time being, we assume that the scheduler is perfect, in the
sense that it always schedules the mutator for precisely

� ( sec-
onds. A typical value for

� ( might be 10 ms.
Cheng and Blelloch [10] have defined the minimum mutator uti-

lization or MMU for a given time interval �*) as the minimum CPU
utilization by the mutator over all intervals of width �*) . From the
parameters

� ( and # ( we can derive the MMU as

'+( � �*)4$ 6
� ( � ��� ������
	��
� ���

�*) (15)

where the first term in the numerator corresponds to the number of
whole mutator quanta in the interval, and the � term corresponds to
the size of the remaining partial mutator quantum, which is defined
as

� 6 !���

'
� 1 �*) � � � ( � # ( $�� ) �*)� ( � # ( * � # ( , (16)

While this expression is fairly awkward, as the number of intervals
becomes large, it reduces to the straightforward utilization expres-
sion � �

!� ����� '+( � �*)4$ 6 � (� ( � # ( (17)

Now consider the space utilization of a time-scheduled collector.
Since we are assuming the collection rate is constant, at time ) the
collector will run for � �I)4$:��% seconds to process the � �I)4$ live data
(since our collector is trace-based, work is essentially proportional
to live data and not garbage). In that time, the mutator will run for� ( seconds per # ( seconds executed by the collector. Therefore,
in order to run a collection at time ) , we require excess space of�?( �I)4$ 6 � �

'
� �I)4$ 1 � �I)4$P� � �I)4$

% � � (
# ( , (18)

We further define the maximum excess space required as�?( 6 !���
� �?( �I)4$ (19)

Freeing an object in our collector may take as many as three
collections: the first is to collect the object; the second is because
the object may have become garbage immediately after a collection
began, and will therefore not be discovered until the following col-
lection cycle; and the third is because we may need to relocate the
object in order to make use of its space. The first two properties
are universal to incremental collection; the third is specific to our
approach.

As a result, the space requirement of our collector paired with a
given application (including unreclaimed garbage, but not includ-
ing internal fragmentation) at time ) is

&2( �I)4$ � � �I)4$&�����?( (20)

and the overall space requirement is

&2( � � �����?( (21)

However, the expected space utilization is only � � �+��( , and the
worst-case utilization is highly unlikely; this is discussed in more
detail below.

5.2 Refining the Collection Cost Model
The above analysis assumed that the cost of collection could be

modelled with a single gross parameter % , which measures the col-
lection rate in MB/s of live data. However, this is inaccurate in two
respects: first, it assumes that collection cost is totally dominated
by the mark phase, and while this is generally true it is not always
so and other phases may take non-trivial amounts of time. Second,
it assumes that the “shape” of memory is uniform, and that a single
trace rate can apply to all applications or even to all points in the
execution of a single application.

We now examine the actual cost of collection, and investigate
how the cost model for collection can be refined. This is particu-
larly important because the parameter % directly controls ��( , the
excess space required to run the garbage collector, which is mul-
tiplied by 3 in the equation for the total space requirement (21).
Therefore if we can more tightly bound the collection rate, we can
reap a threefold reduction in space overhead.

In order to evaluate the time required for a garbage collection,
it is necessary to examine the phases that comprise a collection in
detail. The phases and the associated functions that compute the
time for each phase are:

Initialize and Terminate. This is the constant-time overhead of
beginning and ending a collection ( � � ).

Root Scan. Scan the thread stacks for root pointers ( ��� ).

Mark. Traverse the object graph starting at the roots and mark all
objects encountered as “live” ( ��� ).

Sweep. Move pages with no live objects onto the list of free pages;
mark remaining “unmarked” objects as “free” ( � � ).

Defragment. If the number of free pages falls below a threshold,
move objects from mostly empty to mostly full pages ( ��� ).

We can therefore define the time required to perform a collection
at time ) in terms of the quantities defined above as��� 	 �I)4$ 6 � � ����� �I)4$&����� �I)4$P��� � �I)4$P����� �I)4$ (22)

This allows us to rewrite equation (18) more precisely as�?( �I)4$ 6 � �
'
� �I)4$ 1 � �I)4$P����� 	 �I)4$�� � (

# (�, (23)

We now precisely define each of these component functions in
terms of the live memory � �I)4$ , a set of parameters which charac-
terize the application (denoted by lower-case Greek letters), and a
set of cost coefficients which are obtained by measuring the collec-
tor (denoted  "! ).

We characterize the mutator in terms of five parameters. In gen-
eral, this is too many parameters to expect the user to supply. How-
ever, in the quantitative analysis we will show that the collection
time is insensitive to some parameters, and that other parameters
vary very little across applications. Therefore, we believe it will
be practical to specify the behavior of an application very precisely
with only one or two parameters.

5.2.1 Pointer Density and Mark Phase Cost
The mark phase is by far the most expensive in our collector. It is

therefore of paramount importance to estimate its cost accurately.
We already know that the speed of marking, measured in MB/s,

varies by about 50% across applications with our collector. In fact,
it is surprising that it varies so little. We now consider the cost of
marking in more detail.
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When we process a pointer, there are three cases that may be
handled: (1) if the pointer is null, we simply ignore it; (2) we check
if the referent is marked already; if so, we are done; (3) otherwise,
we mark the referent and process all the pointers it contains.

Now consider the processing of a pointer to an array. If the
pointer is null, the check has taken  �� � computation steps, and 0
bytes of memory have been marked. Otherwise, assume the pointer
is non-null and the referent is a 1 MB array. If the array is already
marked, the check has taken  ���� computation steps and 0 bytes
have been marked. Finally, if the array has not previously been
marked, it is marked, which takes  ���� computation steps, and 1
MB of memory has been marked.

Furthermore, if the array is an array of pointers, each of those
pointers must now be processed. However, for accounting purposes
we consider this cost to be part of  �� � .

In order to characterize the marking cost more precisely, we de-
fine the following quantities:

��� �I)4$ is number of references in live memory at time ) , in-
cluding root pointers. � �I)4$ � � �I)4$:� � , where

�
is the

word size of the machine;

���	� �I)4$ is the number of non-null references in live memory at
time ) , �	� �I)4$ � � �I)4$ ; and

��
 �I)4$ is the number of live objects in memory at time ) , 
 �I)4$ ��	� �I)4$ .
In theoretical terms, since  ���� ,  � � , and  ��� , are constants,

the complexity of the marking phase is �"� � �I)4$ $ .
Of course, in a real-time system we care very much about the

constant factors. We can characterize the cost of marking much
more accurately as��� �I)4$ 6  ���T� 
 �I)4$P�  � � � � �I)4$&�  ���/� � � �I)4$ (24)

With the proper values for the coefficients, this formula gives us
an accurate accounting of the mark time of the collector. However,
forcing the user to supply the quantities � �I)4$ , �
� �I)4$ , and 
 �I)4$ directly
is inconvenient and error-prone.

Instead, we use scaled parameters that are independent of the
heap size:

��� is the proportion of memory devoted to the heap (as op-
posed to thread stacks),

��� is a lower bound on the average object size (in bytes),

��� is a lower bound on the number of pointers per word, and

��� is an upper bound on the fraction of non-null references.

Given these parameters we can bound the quantities necessary to
compute ��� from the size of live memory � �I)4$ :


 �I)4$ � � �2� �I)4$� (25)

� �I)4$ � � �2� �I)4$� � � (26)� � �I)4$ � � �I)4$�� � (27)

where
�

is the word size of the machine in bytes.
The use of the parameters � , � , � , and � is twofold: first of

all, they are more intuitive for the user of the system; and second,
since they are independent of heap size, they are more likely to be
stable across both multiple runs of the same program and across
different programs. This provides us with the opportunity to start

the system with reasonable default values and only require tuning
of those parameters that are atypical.

Thus we can express ��� �I)4$ in terms of these simple parameters
and the maximum live memory as

��� �I)4$ � � �I)4$�� � '  ���� � �� �@�  � � �� ��� � $ , (28)

5.2.2 Root Scan Cost
In order to characterize the root scanning phase precisely we de-

fine the following quantities:

��� �I)4$ is the amount of memory devoted to thread stacks,

����� �I)4$ is the number of references on the stacks, and

���	�� �I)4$ is the number of non-null references on the stacks.

We can then define the cost of stack scanning as��� �I)4$ 6  ���"� � �I)4$&�  � � � ��� �I)4$P�� ��� � � �� �I)4$ (29)

where  ��� ,  � � , and  ��� are the cost coefficients of scanning
stack memory, examining pointers on the stack, and placing non-
null pointers on the mark stack, respectively.

As we did with our estimate of the cost of the mark phase, we
can use the parameters describing the application to obtain bounds
on the cost of each component in more intuitive terms:� �I)4$ � ���/� � $��	� �I)4$ (30)��� �I)4$ � � �I)4$:� � � � (31)� �� �I)4$ � � � ��� �I)4$ (32)

which allows us to express the cost of the root scanning phase as

��� �I)4$ � � �I)4$��@���"� � $
�  ���S� �� �  � � �  ��� � $�� (33)

5.2.3 Sweep Phase Cost
In the sweep phase we must examine every live page, and then

for every live page we must examine and possibly update the mark
vector associated with the objects on the page. Thus if there are #
live pages and 8 blocks on those pages the cost of the sweep phase
is � � �I)4$ 6  � �T�6#"�I)4$&�  � � �28 �I)4$ (34)

where  � � and  � � are the cost coefficients of processing a page
and a block, respectively.

The number of pages can be bounded by &?( �I)4$:�?, , but since
&2( �I)4$ depends on �?( �I)4$ , which in turn depends on the time re-
quired for collection, using &?( �I)4$ would lead to a recurrence, which
we wish to avoid.

We have found experimentally that the space required by the col-
lector has not exceeded � 3 � ��� , and since the cost of the sweep
phase is a relatively small component of the overall cost, we can
afford to be conservative in our cost estimation.

Therefore, to avoid the necessity of introducing a recurrence into
the formula for the space required by the collector, we simply as-
sume that there is an “expansion factor” parameter � which bounds
the size of the heap. By default we set � 6 � 3 � . Therefore, the size
of the heap is � �	� �I)4$ and the number of live pages is#"�I)4$ � � �I)4$

, ��� (35)

and the number of blocks on live pages is bounded by

8 �I)4$ � ,(�2#"�I)4$� (36)
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� & Collector: Measured Cost Parameter
Benchmark (MB) (MB) ��� 	 � � ��� ��� � � ��� � � � � � �
javac 86 172 2.21 0.001 0.061 1.973 0.137 0.124 0.99997 208 0.11 0.62 2.00 0.95
db 82 137 2.63 0.001 0.043 2.408 0.148 0.063 0.99993 162 0.09 0.62 1.67 0.82
jack 82 146 1.73 0.001 0.042 1.076 0.094 0.047 0.99994 481 0.08 0.52 1.78 0.97
mtrt 80 122 1.59 0.001 0.046 1.386 0.115 0.078 0.99996 150 0.10 0.64 1.53 0.68
jess 73 126 0.63 0.001 0.186 0.554 0.046 0.031 0.99996 149 0.09 0.64 1.73 0.89
fragger 72 151 3.20 0.001 0.147 1.700 0.175 1.295 0.99999 744 0.17 0.13 2.10 0.03

Table 1: Cost of a single garbage collection phase (in seconds) and the measured values for the parameters that characterize the
collection cost. � is the fraction of memory devoted the heap; � is the average object size; � is the pointer density; � is the fraction of
non-null pointers; � is the expansion factor for the heap; and

�
is the locality of size.

and thus

� � �I)4$ � � �I)4$���� '  � �
, �  � �� , (37)

5.2.4 Defragment Phase
In some ways, the cost of the defragment phase is the most dif-

ficult to model. In theory, defragmentation could require the relo-
cation of all live memory � �I)4$ ; however, in practice we find that
even adversary programs cause less than 3% of live memory to be
moved. In order to accomadate the potential for large variation in
cost, we introduce an additional parameter, in the same manner as
we did for the mark phase cost estimation.�

is a measure of the locality of size of the application. If
� 6 � ,

the program always re-uses blocks with objects of the same size,
and therefore there is no need for defragmentation. On the other
hand, if

� 6 � , there is no re-use and the maximum amount of
defragmentation work must be performed at each collection.

Locality of size is a bit more complex to define than the other
parameters we have used to characterize the application. We define�

as follows: for each size class 
 , we consider the number of bytes
freed by a collection

� B and the number of bytes allocated during
that collection cycle � B . If

� B 6 � B then the collector has freed
exactly as much memory in size class 
 as it has allocated, and
no defragmentation is necessary. On the other hand, if

� B��6 � B ,
then the smaller of the two denotes the amount of memory that
can be reused in size class 
 (if ��B is smaller, then we do not reuse
all available memory; if

� B is smaller then all available memory is
reused).

In order to obtain a measure of locality we scale the sizes by the
total memory. The total bytes freed and allocated across all size
classes are denoted

�
and � . Then the locality of size across all .

size classes is

� 6 �
B�@ 0�� � � 5 !

�
� ' � B� 1 � B

� , (38)

Then the cost of defragmentation is

��� �I)4$ � ���"� � $��  � ���6#"�I)4$&�� � � � 
 �I)4$&�  � �/�	� �I)4$ $ (39)

or in reduced form

��� �I)4$ � � �I)4$��@���"� � $
'  � �

, ���Y�  � �� �  � � , (40)

5.3 A Tighter Time Bound
Based on these characterizations, we are able to define a tight

bound on the time required for garbage collection, namely

��� 	 �I)4$ � � � � � �I)4$4� >�����?
� ���
	 �� �
�� �@�  � � �  ��� � $��;�
���"� � $��  ���S� �� �  � � �  ��� � $����� ��� = �� � � = �� �;�
���"� � $ ���
� �� ���Y� �
� �� �  � ���

M������N
(41)

Of course, this equation is horribly complex. Fortunately, the
user of our system does not need to be aware of this complexity.
They can simply specify the small number of parameters that ac-
curately characterize their application. In the following section we
will show experimentally which parameters need to be specified
and how well the model fits reality.

5.4 Measurements
Table 1 shows the measured cost of each phase of collection, and

the measured values of parameters which are used to characterize
the cost of collection. The benchmarks include a selection from
SPECjvm98 as well as a synthetic benchmark designed to act as a
fragmentation adversary program.

The results are well in line with expectations: we expected the
time required for the mark phase to dominate all other phases of
collection.

The sweep phase only consumes 5-7% of the total collection
time. The defragmentation phase consumes only 2-6% of collec-
tion time for realistic programs. However, for the adversary pro-
gram fragger it consumes 40% of the total collection time. None
of the programs is deeply recursive, so stack scan time is negligible.

The important result from the measurements of the parameters
in the right-hand side of the table is that as we had predicted, many
of them are very stable across a variety of benchmarks. In particu-
lar, the heap fraction of memory � , the pointer density � , and the
fraction of non-null pointers � show very little variation.

The parameter
�

tracks the cost of defragmentation quite well,
except that it is abnormally low for mtrt. It accurately shows
that the locality of size for fragger is essentially 0, because no
reuse is possible. On the other hand, the locality of size is greater
than 80% for all benchmarks except mtrt, even though it does not
spend much time defragmenting. The reason is that

�
is conserva-

tive in the sense that it does not account for defragmentation that is
avoided due to entire pages becoming free when all objects on them
die. Better definitions of

�
are a subject of continued research.

One of the difficulties we encountered in evaluating the system
is that because Jikes RVM system in which we implemented our
collector is written in Java [1], a large portion of the heap consists
of system data structures. In particular, the “boot image”, which
is the compiled Java code image which is dumped into a memory
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segment and loaded at virtual machine boot time, contains 55 MB.
This is part of the heap and is marked and swept on every collection,
even though dead objects in the boot heap are not freed (the boot
heap is mutable). Thus the � and & sizes include this data from the
boot heap.

The result is that the boot heap has an undue influence on our
measurements and on our collector performance. This is most ob-
vious in the surprisingly high value for the average object size � .
The boot heap contains a very large proportion of compiled code
objects, which tend to be large and have a low (zero) pointer den-
sity. In future work we plan to treat the boot heap generationally,
as an old generation which is never collected. This will allow al-
most all collector work on the boot heap to be eliminated, and
should both improve the performance of our collector and give
more application-specific data for the parameters in Table 1.

However, we stress that while the presence of the boot heap has
the unfortunate effect of skewing some of the measured values, it
has no effect on the fundamental real-time nature of the system, or
on the effectiveness of the algorithms for scheduling or performing
defragmentation which follow. In particular, it does not affect the
locality of size

�
.

Dieckmann and Hölzle [11] have performed a study of a set of
Java benchmark characteristics which measured some of these pa-
rameters. Their results were significantly different. This is due to
two factors: they studied an abstract “perfect” virtual machine with
no overheads (such as the Brooks forwarding pointer in our object
headers), and our virtual machine is written in Java and the VM
structures are subject to collection like everything else.

6. SPACE BOUNDS AND TRIGGERS
We now refine the space requirements for the collector by rea-

soning more carefully about equation 21. Our previous analysis [3],
shown in Section 5.1.2, required ����( extra space in order to run the
application while meeting real-time bounds. By considering de-
fragmentation separately we are able to considerably improve upon
this bound.

To begin with, we separate ��( into two components: the space
required to perform a defragmentation phase of the collection � � �I)4$ ,
and the space required to perform all the other phases �����I)4$ (prin-
cipally consisting of mark and sweep):�?( �I)4$ 6 �����I)4$P� � � �I)4$ (42)

By equations 23, 39, and 41 we are can define the components
as �����I)4$ 6 � �

'
� �I)4$ 1 � �I)4$P� � ��� 	 �I)4$�� ��� �I)4$ $�� � (

# ( , (43)

� � �I)4$ 6 � �
'
� �I)4$ 1 � �I)4$P����� �I)4$�� � (

# ( , (44)

and as before we will denote the maximal values by ��� and � � .
Let � ��� be the value of � � assuming that there is no locality of

size (
� 6 � ). Then � � 6 ���"� � $�� ��� (45)

because ��� �I)4$ is scaled by � � �
and we assume that the alloca-

tion rate is nearly constant over the time scale of a defragmentation
cycle, allowing the �S� � factor to be pulled out of the equation for��� �I)4$ .

In the worst case, all memory allocated during a garbage collec-
tion will be floating garbage (that is, ���/� � � bytes). Furthermore,
that memory will not become available until the end of the sweep

phase of the following collection, during which time an additional��� bytes will have been allocated. So the total floating garbage can
be as high as �+���"� � � bytes.

In addition, in a steady state, we will have to defragment as many
pages as we allocate. The size in bytes of free pages allocated dur-
ing a collection is ��� � � $��
��� � � � $ , because due to locality of
size,

� �
���/� � � $ will be allocated out of existing formatted pages.
Because defragmented pages consume memory for an entire col-
lection cycle, this must be added to the memory overhead.

Therefore, the total memory requirement is

&2( � � � �+���"� � � � ���"� � $ � ���"� � ��� (46)

which we can rewrite in terms of � ��� and simplify as

&2( � � � �+���"� ���"� � $ � ���"� �E� � � $�� ����� (47)

Note that in the case when there is complete locality of size
(
� 6 � ) then the equation degenerates into � � �+��� , which is

the standard formula for space overhead in an incremental collec-
tor. On the other hand, if there is no locality of size (

� 6 � ), the
equation degenerates to � � ����� � �+� ��� , a slightly more precise
version of equation 21. In general, we expect

�
to be high, so the

space requirement in practice is not substantially higher than for a
standard incremental collection algorithm.

6.1 When to Collect?
Given our mechanism for garbage collection and defragmenta-

tion, we still require an algorithm for determining the proper time to
invoke a garbage collection, and for determining how many pages
must be freed by the defragmentation phase in that collection.

The algorithm depends on tracking the number of free pages
in the system, since in order to respond to a worst-case scenario,
we must have free pages available that can be assigned to any size
class.

Let $ � be the maximum number of free pages allocated during
a garbage collection, excluding the defragmentation phase; and $ �
be the maximum number of pages allocated during the defragmen-
tation phase. Since we allocate ��� bytes during a collection (ex-
cluding the defragmentation phase) and due to locality of size

�
of those bytes will be allocated from existing pages, and given the
page size , , then the number of new pages allocated is$ � 6 ���"� � $����

, (48)

and similarly $ � 6 ���"� � $�� �
,

6 ���"� � $ � � ���
, (49)

Let
� �I)4$ be the number of free pages at time ) and 	+�I)4$ be the

number of defragmented pages at time ) (these pages will become
free at the conclusion of the next mark phase, which will update all
the forwarding pointers, thereby removing references to the defrag-
mented pages).

Now consider the requirements to run garbage collection to com-
pletion at time ) . We require that the number of free pages� �I)4$�
 $ � (50)

In addition, the number of free and defragmented pages together
must be sufficient to run until the end of the sweep phase of the
following collection: � �I)4$P��	+�I)4$

(� $ �"� $ � (51)

These two conditions together determine when garbage collec-
tion is triggered: if either condition is about to be violated, a col-
lection is triggered. Thus the trigger is checked on the slow path of
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allocation, when a new page is allocated (reducing the number of
free pages).

Since
� �I)4$ changes with every page allocation, but 	+�I)4$ is stable

except at defragmentation, we combine these two equations into� �I)4$

 !���
�� $ � 1 � $ �"� $ � � 	+�I)4$ $ (52)

6.2 How Much to Defragment?
In order to ensure that equation 52 can be satisfied while never

requiring the mutator to wait for an allocation request, we must
determine how many pages to defragment during each collection,
thereby determining 	+�I)4$ .

Since there is a time lag in the availability of pages freed by
defragmentation, the number of pages defragmented must be suf-
ficient to ensure that the next collection can run to completion (of
necessity we have already ensured that the current collection can
complete).

More precisely, the number of free pages plus the number of
pages defragmented must be sufficient for two collection cycles, or
expressed in terms of the pages to defragment:

	+�I)4$ 
(��� $ �"� $ � $�� � �I)4$ (53)

7. RELATED WORK
Most so-called “real-time” garbage collection algorithms do not

guarantee mutator utilization levels[2, 5, 8, 9, 14, 16, 18], and
therefore do not need to calculate the collection trigger precisely
as we do (because they effectively slow down the mutator in order
to allow collection to terminate before running out of memory).

Henriksson [13] provides a careful analysis of schedulability in
an environment where the application is divided into high- and low-
priority tasks. It is assumed that high-priority tasks are periodic and
very precisely characterized. The advantage of our approach is that
it applies to much more general applications, and allows them to be
characterized precisely using a small number of parameters.

7.1 Fragmentation
Early work, particularly for Lisp, often assumed that all memory

consisted of CONS cells and that fragmentation was therefore a non-
issue. Baker’s Treadmill [5] also only handles a single object size.

Johnstone [14] showed that fragmentation was often not a major
problem for a family of C and C++ benchmarks, and built a non-
moving “real-time” collector based on the assumption that frag-
mentation could be ignored. However, these measurements are
based on relatively short-running programs, and we believe they do
not apply to long-running systems like continuous-loop embedded
devices, PDAs, or web servers. Fundamentally, this is an average-
case rather than a worst-case assumption, and meeting real-time
bounds requires handling worst-case scenarios.

Furthermore, the use of dynamically allocated strings in Java
combined with the heavy use of strings in web-related processing
is likely to make object sizes less predictable.

Dimpsey et al. [12] describe the compaction avoidance tech-
niques in the IBM product JVM, which are based on Johnstone’s
work. They show that these techniques can work quite well in prac-
tice. However, when compaction does occur it is very expensive.

Siebert [17] suggests that a single block size can be used for
Java by allocating large objects as linked lists and large arrays as
trees. However, this approach has simply traded external fragmen-
tation for internal fragmentation. Siebert suggests a block size of
64 bytes; if there are a large number of 8-byte objects, internal frag-
mentation can cause a factor of 8 increase in memory requirements.

8. CONCLUSIONS
We have presented a hybrid real-time collector that operates pri-

marily as a non-moving incremental mark-sweep collector, but pre-
vents fragmentation via the use of limited copying (in real pro-
grams, no more than 6% of collection time is spent in defragmenta-
tion). Because fragmentation is bounded, the collector has a prov-
able space bound yet retains a lower space overhead than a fully-
copying real-time collector.

We have presented a detailed analysis of fragmentation, and have
described how our collector bounds internal fragmentation and cor-
rects external fragmentation by moving objects and freeing lightly
used pages. We have presented measurements that show the effi-
cacy of these techniques, which indicate that our defragmentation
strategy is capable of substantially reducing the minimum heap size
required by applications.

We have also presented a detailed model for the cost of collec-
tion, and shown how this can be used to tighten both the space
and time bounds for real-time collection. The cost of collection is
parameterized by six quantities that describe the application being
collected. We have measured these quantities and shown that many
of them are quite stable across a range of benchmarks, indicating
that for many applications default values can be provided by the
system, simplifying the user interface to the collector.
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[11] DIECKMANN, S., AND HÖLZLE, U. A study of the alloca-
tion behavior of the SPECjvm98 Java benchmarks. In Proc.
of the Thirteenth European Conference on Object-Oriented
Programming (1999), R. Guerraoui, Ed., vol. 1628 of Lecture
Notes in Computer Science, Springer-Verlag, pp. 92–115.

[12] DIMPSEY, R., ARORA, R., AND KUIPER, K. Java server per-
formance: A case study of building efficient, scalable JVMs.
IBM Syst. J. 39, 1 (2000), 151–174.

[13] HENRIKSSON, R. Scheduling Garbage Collection in Embed-
ded Systems. PhD thesis, Lund Institute of Technology, July
1998.

[14] JOHNSTONE, M. S. Non-Compacting Memory Allocation
and Real-Time Garbage Collection. PhD thesis, University of
Texas at Austin, Dec. 1997.

[15] JOHNSTONE, M. S., AND WILSON, P. R. The memory frag-
mentation problem: Solved? In Proc. of the ACM SIG-
PLAN International Symposium on Memory Management
(Mar. 1999). SIGPLAN Notices, 34, 3, 26–36.

[16] LAROSE, M., AND FEELEY, M. A compacting incremental
collector and its performance in a production quality com-
piler. In Proc. of the First International Symposium on Mem-
ory Management (Vancouver, B.C., Oct. 1998). SIGPLAN
Notices, 34, 3 (Mar., 1999), 1–9.

[17] SIEBERT, F. Eliminating external fragmentation in a non-
moving garbage collector for Java. In International Confer-
ence on Compilers, Architecture, and Synthesis for Embedded
Systems (San Jose, California, Nov. 2000), pp. 9–17.

[18] YUASA, T. Real-time garbage collection on general-purpose
machines. Journal of Systems and Software 11, 3 (Mar. 1990),
181–198.

12


