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ABSTRACT

In this paper, we present an object classification system for digital
video surveillance which can be used for an arbitrary camera
viewpoint. The system was designed to distinguish humans from
vehicles for an arbitrary scene. The system employs a two phase
approach. In the first phase, human/vehicle recognition is
performed using classical feature-based classification. This phase
is used to initiadize view-normalization parameters. The
parameters alow the second phase, to perform improved
classification based on normalized features. The normalization
also enables absolute identification of size and speed which can
be used in various ways including identifying vehicles of a certain
size and searching for objects traveling at specific speeds across
different locations in the image and across different
viewpoints/cameras.

Categories and Subject Descriptors

1.2.6 [Artificid Intelligence]: Learning—concept learning; 1.4.7
[Image Processng and Computer Vision]: Feature
M easurement—feature representation.

General Terms
Algorithms, Performance, Experimentations.

Keywords
Object Classification, Object Recognition, Digital Video
Surveillance.

1. INTRODUCTION

As the performance of the underlying technology of digital video
surveillance improves, the need for high-level object descriptors
has become vital. Such descriptors allow users of such systems to
extract useful information about events and in turn enable
surveillance systems to perform high-level scene analysis and
forensic retrieval. This paper describes a method for classifying
moving objects as either a vehicle or a human, regardless of
camera viewpoint. The system employs a two phase approach. In
the first phase, human/vehicle recognition is performed using
classical feature-based classification. This phase is used to
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initialize view-normalization parameters. The parameters allow
the second phase, to perform improved classification based on
normalized features. The normalization also enables absolute
identification of size and speed which can be used in various ways
including identifying vehicles of a certain size and searching for
objects of specific sizes or traveling at specific speeds across
different locations in the image and across different
viewpoints/cameras.

2. RELATED WORK

2.1 Classification

Several investigators have developed systems to classify objects
for digital video surveillance. These systems typicaly either
perform object detection without prior segmentation or object
classification after moving object detection. Systems of the former
type are most often used when full surveillance systems are not
used and a specific object type such as a pedestrian or face needs
to be detected. Systems of the latter type are part of larger systems
which first perform object detection and tracking. Our system
exemplifies the latter type.

After moving objects are detected, features are extracted for each
frame, for each object, based on image measurements combined
with a history of previous feature measurements. Standard
statistical classifiers for supervised learning such as nearest
neighbor, neural networks or support vector machines are then
used to classify objects based on training data. For robust and
portable object classification, extensive training datais required to
cover the wide range of camera/object viewpoints and different
scenarios.

An important step in all object classification methods is to extract
suitable features from the image data. Features may be based on
raw appearance, color, texture, shape or motion. At the lowest
level, classification methods filter image data but still maintain
per pixel values. Mohan et al. [1] use a set of Haar wavelets to
detect people in frontal imagery. In order to speed up their
detection process, a subset of wavelets are used which encode the
outline of the body. The symmetry inherent in human beings was
exploited as a useful low-level feature for people detection in
images (i.e. without prior segmentation) by Utsumi et al. [2]. In
their work, a distance map is computed based on the statistics of
interblock distances of image intensities. Since people typically
exhibit systematic symmetries, they can be coarsely detected in
this manner. A few researchers have used features based on color
and texture. Uchida et al. [3] detect people based on a Bayesian
pixel classification using skin color, shadow and background
models. Skin color detection requires fairly high-resolution
imagery. For most investigators, the most important role for color
isin tracking rather than object classification.



Several investigators use shape information to classify objects.
Segmented objects are often fitted to an ellipse and the major and
minor axes, their ratio and their angle with respect to the image
axes are computed. These simple measurements have been used
effectively by several systems to distinguish vehicles from people
[4][5][6]. Another commonly used feature is compactness or
dispersedness. Compactness refers to the ratio of the area to the
square of the perimeter [6][7][8]. This is a useful feature to
discriminate vehicles from pedestrians since people typically have
complex extremities. The difficulty is removing “extremity”
artifacts due to noise. Rivlin, et al. [5] found that a more useful
feasture was to use measurements based on the ‘star skeleton.’
This is based on determining the local maxima in the contour
computed from the distance between contour and the center of
mass.

Another important feature is based on object motion. A salient
feature to detect people is the periodic motion exhibited as they
walk or run. Javed et al. [9] defined a simple measurement based
on recurrent motion based on gray level pixel changes. For these
types of measurement to be effective, tracked objects must be
accurately trandlated and scaled to align them to each other over
time. Zhou et a. [8] use the variation of motion direction since
the direction of motion of vehicles changes slowly and smoothly.
Rivlin et a. [5] use the temporal characteristics of feature points
based on the largest two DC components of the Fourier Transform
of the feature time series. In this way, they are aso able to
distinguish whether a person is waking or running. Zhao et al.
[10] use motion templates based on 3D motion capture data
combined with calibration information, which can be used to
determine the viewpoint direction, to perform walking motion
recognition and verify whether a moving object is a walking
person.

Severa systems have been developed which are not view
independent. Collins et a. [11] developed a vehicle/human
classification system similar to ours which is frame-based and
uses compactness, area, bounding box aspect ratio, and camera
zoom. This system is trained on data from the same view and uses
the view dependent features, namely the area of the object. The
system uses a neural network classification and achieves 97%
track accuracy in which cars/groups/vehiclesdfalse darms are
distributed as 40,9,47, and 4% respectively.

More recently, investigators have tried to address the issue of
view independence. Stauffer et a. [12] describe a method to
normalize properties of tracked objects. This method will be
described in more detail in Section 2.2. Bose & Grimson [13]
describe a two phase system which is used to bootstrap the
learning of scene context information for a new viewpoint. Scene
context information includes location, direction of motion, aspect
ratio, and orientation — for this viewpoint. Track classification
accuracy was improved from 84% to 91%. Clearly, re-training
based on more relevant information is useful. Our approach is
based on a similar design; using a first phase to learn
normalization criteria, and then applying this knowledge in the
second phase.  Ultimately, it would be useful to apply
normalization, directly improving feature measurements, and
scene context information, learning the view-dependent statistics
of object tracksin thisview.

We have previously built a simple object classification system to
distinguish vehicles, individuas and groups of people. An

example of the result of this system on a frame of the video data
from the |IEEE Workshop on the Performance of Tracking in
Surveillance 2001 is shown in Figure 1. This system is based on
shape features (compactness and ellipse parameters), recurrent
motion measurements, speed and direction of motion. From a
small set of training examples obtained from a different camera
configuration, we are able to classify objects using a Fisher linear
discriminant  followed by tempora consistency with
approximately 90% accuracy for each track.

2.2 Normalization

Normalization of image data is an important process in order to
infer physical properties of objects in the scene with respect to
absolute terms, such as meters or miles per hour. In order to
classify objects accurately as seen from different cameras and
different viewpoints, measured properties of objects should be
invariant to camera viewpoint and location in the image.
Normalization is necessary to estimate scale and determine the
angle in which the camera is viewing the object. Measurements
from image data must take into account the perspective distortion
due to the projection of the world onto the image plane and other
distortions such as lens distortion. In particular, for typica
surveillance video with a far field view (i.e., the cameras has its
viewing direction nearly parallel to the ground plane), the farther
an object lies, the smaller its projected image size will be. On the
other hand, for an overhead camera looking down at a scene, a
person standing more directly underneath the camera will appear
shorter. See Figures 2& 3.

Figure 1. Object classification on a frame of video from
PETS01 data showing C=car, P=person, M=multi-person
group

Investigators in digital video surveillance have recently begun to
address this issue. Traditionaly this has been done by semi-
automatic calibration (relying on an expert) or rich geometric
primitives in the image (such as parallel or orthogonal lines in the
image). But redlistic digital surveillance, which can be generally
deployed, requires an automated sol ution.

Lv et a. [14] were the first to pioneer an effort to perform self-
caibration of a camera from the tracking data obtained of a
walking human. With sufficiently high quality data, this method
can be used to perform afull intrinsic and extrinsic calibration but
in practice is somewhat unstable with realistic tracking data. More
recently, [15] Bose proposed a method to perform ground plane



rectification based on tracked objects moving a a constant
velocity. This method assumes the ground is planar and it is
possible to acquire tracks of objects moving at a constant velocity.
In practice, these assumptions cannot always be satisfied. Stauffer
et al. [12] present a method in which projected properties P; of a
particular track j, are modeled by a simple planar system such that
the value of the property varies linearly with the distance from the
horizon line. For each track j, an individual scale factor parameter
§ and three global parameters of the planar model (a,b,c) are
found as the best fit to the observations (x,y;,P;) for al j. This
method is applied to al tracks regardless of the object type
(vehicle, pedestrian, animal etc.) The limitation of this approach is
that object properties such as height and width depend heavily on
the viewpoint direction, particularly for vehicles whose length and
width vary greatly. Although in theory, the change in the
projected property should vary nearly linearly with distance; this
also assumes a planar ground surface, no occlusion, and only

Size Orientation
(pixels) (degrees)
11 85
18 80
21 95

Figure 2. Picture (above) shows a typical surveillance far field
view of a scene. The farther away a person is, the smaller he
appears. The chart below the picture shows the change in size
and orientation of a human at each of the three locations from
top to bottom respectively.

We propose a method which does not rely on a planar ground
surface, is not limited to certain camera viewpoint directions (far
field), is not linear/planar, nor does it require objects moving at a
constant velocity. Our system relies either on pedestrian data
obtained from our classifier or input into the system. In the former
case, the classifier is run over an extended period, to obtain
several sequences in which pedestrians traverse the space. The
classifier determines if the track is a person, or a vehicle. In each
case, a confidence measure is assigned to the classification result.
Sequences classified as humans, whose confidence measures are
relatively high are selected as input data to the normalization
system. This typically finds sequences of pedestrian data without
shadows, from decent imaging conditions (no precipitation or
wind) and simple pedestrian shape and motions (not carrying
objects, wearing hats, holding umbrellas, or performing odd

behaviors.) The method will be described in more detail in
Section 3.2.

Size Orientation
(pixels) | (degrees)
24 65
20 81
18 90

Figure 3. The pictur e shows an overhead camera looking down
at a scene. A person appears smallest when they are directly
underneath the camera. The table below this picture showsthe
change in size and orientation of the corresponding person
(top to bottom) in the scene. These size/orientation values are
predicted for the given position based on prior data and can be
used to normalize live data at each position and acr oss camera
views.

2.3 Paper Outline

In the next section, we describe our method in detail. Specificaly,
we describe the first phase (3.1), the features which are extracted
and the metrics used to determine which data should be used for
normalization. We then describe the normalization procedure
(3.2). In the last subsection (3.3), we describe the second phase
using normalized classification. In Section 4, we describe the
data used for evaluation and the procedures used to gather this
data. In Section 5, we describe the results of the two-phase system
including the results before and after normalization. Lastly we
show the results of forensic retrieval using normalized viewpoint
information and the classification outcomes. We conclude with
ongoing issues and future directionsin Section 6.

3. METHOD
3.1 Phasel

In phase I, we perform a straightforward object classification
system. Moving objects are detected by combining evidence from
differences in color, texture and motion. This background
subtraction approach [16], by exploiting multiple moddlities, is
useful for detecting objects in cluttered environments. The
resulting saliency map is smoothed and holes removed using
morphological operators. In addition, several mechanisms are
built-in to handle changing ambient conditions and scene
composition. Detected objects are then tracked using both



appearance models and movement characteristics for each
detected object. See [6] for more detailed information.

Only objects whose tracks are stable, i.e., they are not undergoing
merge/split, occlusion, or do not lie on the image border, are used
for training or testing the object classification system.

We measured a wide range of features based on shape, motion,
and periodicity.

1. compactness or dispersedness (perimeter"2/areq)

2. variaion in compactness (for a time window — we used

20 frames)

fitted ellipse major/minor axisratio

fitted ellipse near horizontal/near vertical axisratio

major axis angle

magnitude of velocity

direction of motion

variation in direction of motion (for a time window — we

used 20 frames)

9. direction of motion w.r.t major axis direction (angle
difference) — circular statistic

10. simplified concavity metric: percent object filling
bounding box

11. average from recurrent motion image — bottom third

12. average from recurrent motion image — middle third

13. average from recurrent motion image — bottom two
thirds.
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Circular statistics were used for directional features 5, 7 and 9
[17]. Circular statistics provide a simple representation of an
angle (or periodic measurement) which enables us to accurately
measure the circular distance between two measurements. This
addresses the problem that the beginning and end of the scale are
the same (i.e. O degrees = 360 degrees).

Average recurrent motion image measurements were based on the
work of Javed et a. [9]. The fina phase | system was based on
features 1, 2, 3, 4, 6, 7 & 13 and nearest neighbor classification
with 10 neighbors. The inverse to the closest distance was used as
a confidence for the result.

3.2 Normalization

We use a method which does not rely on a planar ground surface,
is not limited to certain camera viewpoint directions (far field), is
not a linear/planar model, nor does it require objects moving a a
constant velocity. Our system relies either on pedestrian data
obtained from our classifier or input into the system. In the former
case, the classifier is run over an extended period, to obtain
several sequencesin which pedestrians traverse the space.

The classifier determines if the track is a person based on the
average confidence of the track. The confidence level is based on
the inverse of the normalized closest distance to the nearest
neighbor in the 7-dimensional feature space. Sequences classified
as humans, whose confidence measures are relatively high (we use
highest 50 percent) are selected as input data to the normalization
system. This typically finds sequences of pedestrian data without
shadows, from decent imaging conditions (no precipitation or
wind) and simple pedestrian shape and motions (not carrying
objects, wearing hats, holding umbrellas, or performing odd
behaviors.)

For each frame j, in the sequence, the position (x;,y;) of the bottom
of the pedestrian (based on the location of the bottom of the major
axis of an elipse which is fit to the data), the length (H) and
orientation () of the major axis are used. Normalization is
performed by a least squares fitting of a second order polynomial
to this data. For each property pl (H, ), we minimize the sum of
squares:

minover [p; - (P(X;.¥;:8.-3,))°

j
where a,..a, ae the coefficients of the polynomial. For each

position in the image, we can predict the height and orientation of
the projected image of a person. Figure 4 shows the result of this
normalization for each of the four camera views used for
classification. In all four cases, the estimated polynomia was
nearly linear.

From this information, we can aso normalize any of a range of
metrics used by the classification system. Normalized metrics
include area, length, major/minor axis length, major axis angle,
and velocity magnitude. For subsystems which rely on frame to
frame alignment of the detected object, such as appearance-based
tracking or recurrent motion estimation for the classifier,
normaized metrics aleviate the need to scale to an initia
segmentation and to estimate a re-scaling on a frame-to-frame
basis. It is dso now possible to distinguish if a projected view is
getting larger for other reasons, such as change in 3D position.

3.3 Phasell
In phase Il, we compute normalized features to improve the
classification for the current view. The normalized features we
considered are:

1. Normalized major axis

2. Normalized minor axis

3. Normalized area

3. Normalized velocity

4. Normalized direction of motion
5. Normalized angle of ellipse

The final phase Il system used al the phase | features plus
normalized features 1, 2, & 3. Normalization based on size only
(not orientation) was used. Classification was performed using
nearest neighbor classification with 10 neighbors.  Track
identification was based on mgjority vote.

4. DATA COLLECTION

Video was collected from 4 different outdoor sensormatic cameras
a aresolution of 320x240. Video was digitized using an Osprey
Multimedia Capture System. The system runs in read-time
gathering data at a variable frame rate but which is on average
about 40-50ms/frame for low-activity scenes (i.e. one or two
people or vehicles crossing the view.) Only tracks which were
longer than 2 seconds and were normal examples of
vehiclesshumans were selected for ground truth.

The average (not normalized) sizes and velocity for each camera
(1-4) for the car/human frames are shown in Table 1. All
measurements are in pixels, pixel”2 or pixel/sec. Note, that the
size properties of some views cannot be used to classify the
vehicle/lhumans in some of the other views without normalization.



5.RESULTS

The results from the 174 tracks of data (107 vehicles, 67 humans)
are shown in Table 2. The vehicle data is composed of 10,442
frames and the human data of 13,867 frames. For each camera,
only data from the other cameras was used for training. Of the 4
tracks which were erroneoudly labeled, one vehicle was labeled as
human and three humans were labeled as vehicles. Classification
of individual frames (based on 24,309 frames) improved from 92
to 97% after normalization. Track accuracy (based on 170 tracks)
wasidentical. We believe track accuracy did not improve because
of errors in object detection which cannot be corrected by the
classifier.

Table 1. Size/Veocity properties of vehicleshumansfor each
of the four cameras/views

VEHICLES 1 2 3 4 ave
perimeter 151 210 90 148 130
area 1533 2584 433 1447 1146
major 52 79 34 54 49
minor 29 37 15 28 24
velocity 51 89 27 55 47
HUMANS 1 2 3 4 ave
perimeter 73 72 61 87 75
area 253 268 188 354 281
major 27 27 22 31 27
minor 12 12 11 15 13
velocity 36 28 25 35 30

Table 2. Performance of system with and w/o normalization

View | BeforeNormalization | After Normalization
frames tracks frames tracks
1 94% 51/53 97% 51/53
2 94% 35/35 99% 35/35
3 98% 42/42 97% 42/42
4 83% 42/44 94% 42/44
ave 92% 98% 97% 98%

As we obtained data from each camera we incrementally
performed evaluations of the system and learned that the
availability of more data (even from different cameras) was
essentia to reliable performance.

Figures 5-8 show examples of the results of the classifier from the
live system. The first 20 examples of humans/vehicles identified
by the live system are shown for each of the four different
cameras. On each sub-image, the frame with the largest detected
object for thistrack and its tragjectory are shown. Several examples
of fase positives are evident. Many of these could be filtered
based on their being stationary. Others are due to shadows and
lighting changes. Groups of people are identified as either

vehicles or individual humans. Several vehicles |abeled as humans
were due to poor segmentation — for example, a parked car
backing out of a parking spot. Because the background
subtraction thinks the new background appearing where the car
has moved from, is a new object, the segmentation is corrupted.
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Figure 4. The four pictures show the four camera views and
the predicted size of a person at each of five locations based on
the normalization data from phase .

6. CONCLUSIONS

We have described a two phase classification system which can be
used to classify humans from vehicles for an arbitrary camera
system. The first phase of the system is used to obtain an estimate
of the normalization parameters used by the second phase. This
initialization alows the classifier to operate effectively for a new
cameralviewpoint. The most significant problems are due to poor
segmentation from the object detection and tracking system. This
includes the problem of a new object appearing when a stationary
object such as a car begins to move and the problems related to
shadows and lighting changes. The normalization parameters
provide significant information to the retrieval system which is
useful for detecting large objects such as trucks and buses and
assisting in distinguishing a single human from a group of people.
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Figure 5. Viewl: Top four rows are humansidentified by the system; bottom four rows are vehiclesidentified by the system



Figure 6. View2: Top four rows are humansidentified by the system; bottom four rows are vehiclesidentified by the
system



Figure 7. View3: Top four rows are humansidentified by the system; bottom four rows are vehiclesidentified by the
system



Figure 8. View4: Top four rows are humansidentified by the system; bottom four rows are vehiclesidentified by the system



