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t. A 
ommon te
hnique in high-performan
e hardware designis to intersperse 
ombinatorial logi
 freely between level-sensitive lat
hlayers (wherein one layer is transparent during the \high" 
lo
k phase,and the next during the \low"). Su
h logi
 poses a 
hallenge to veri�
a-tion { unless the two-phase netlist N may be abstra
ted to a full-
y
lemodelN 0 (wherein ea
h memory element may sample every 
y
le), model
he
king of N requires at least twi
e as many state variables as would bene
essary to obtain equivalent 
overage for N 0. We present an algorithmto automati
ally obtain su
h an abstra
tion by sele
tively eliminatinglat
hes from both layers. The abstra
tion is valid for model 
he
kingCTL* formulae whi
h reason solely about lat
hes of a single phase. Thisalgorithm has been implemented in IBM's model 
he
ker, RuleBase, andhas been used to enable model 
he
king of IBM's Gigahertz Pro
essor,whi
h may not have been feasible otherwise. This abstra
tion has further-more allowed veri�
ation engineers to write properties and environmentsmore eÆ
iently.1 Introdu
tionA lat
h is a hardware memory element with two Boolean inputs { data and 
lo
k{ and one Boolean output. A behavioral de�nition for lat
hes is provided in [1℄.High performan
e netlists often must use level-sensitive lat
hes [2℄. For su
h alat
h, when its 
lo
k input is a 
ertain value (e.g., a logi
al \1"), the value atits data input will be propagated to its data output (i.e., transparent mode);otherwise, its last propagated value is held at its output.The 
lo
k is modeled as a signal whi
h alternates between 0 and 1 at everytime-step. A lat
h whi
h samples when the 
lo
k is a 1 will be denoted as anL1 lat
h; one whi
h samples when the 
lo
k is a 0 will be denoted as an L2lat
h. Hardware design rules, arising from timing 
onstraints, require any logi




2path between two L1 lat
hes to pass through an L2 lat
h, and vi
e-versa. Anelementary design style requires ea
h L1 lat
h to feed dire
tly to an L2 lat
h(
alled a master-slave lat
h pair), and allow only L2 to drive 
ombinatorial logi
.However, a 
ommon high-performan
e hardware development te
hnique involvesutilizing 
ombinatorial logi
 freely between L1 and L2 lat
hes to better utilizeea
h half-
y
le. It should be noted that su
h designs are typi
ally expli
itlyimplemented in this manner; this topology is not the byprodu
t of a synthesistool.There are two major problems with the veri�
ation of su
h netlists. First,be
ause of the larger number of lat
hes, the veri�
ation tool requires mu
h moretime and memory. Additionally, the manual modeling of environments and prop-erties is more 
ompli
ated in that they must be written in terms of the less ab-stra
t half-
y
le model, and an os
illating 
lo
k must be expli
itly introdu
ed.Most hardware 
ompilers will allow automati
 translations of a master-slavelat
h pair into a single 
ip-
op; retiming algorithms [3℄ may be used to retimethe netlist su
h that L1-L2 layers be
ome adja
ent and one-to-one. However,retiming adds 
omplexity in that the spe
i�
ation, the environment, and anywitnesses / 
ounterexamples (all of whi
h may \observe" the netlist), may needto be retimed as well to mat
h the retimed, full-
y
le model.We develop an eÆ
ient algorithm for abstra
ting a half-
y
le netlist N toa full-
y
le model N 0, whi
h may be utilized for enhan
ed veri�
ation in anyFSM-based veri�
ation framework (e.g., simulation and model 
he
king). Wewill a
hieve this by sele
tively eliminating some lat
hes. We will use a notion ofdual-phase-bisimulation equivalen
e between the abstra
ted and unabstra
tedmodels. This equivalen
e ensures that spe
i�
ation and environment written interms of L2 lat
h outputs need not be modi�ed other than a 
onversion to full-
y
le format (as will be dis
ussed in Se
t. 3). Our algorithm performs maximumsu
h redu
tions, and thus provides an important model redu
tion step whi
h maygreatly augment existing te
hniques (su
h as retiming, 
one-of-in
uen
e, et
.).As we show, this redu
tion alone redu
es the number of state variables by atleast one-half, and has greatly enhan
ed the model 
he
king of IBM's GigahertzPro
essor, whi
h may not have been feasible otherwise (as demonstrated byour experimental eviden
e). This abstra
tion is now part of the model 
he
kerRuleBase [4℄. Additionally, designers and veri�
ation engineers prefer to reasonabout the full-
y
le models.The optimality of the algorithm results from the identi�
ation of minimaldependent layers (MDL) of lat
hes, and removing all L1s or all L2s per MDL.De�nition 1. A dependent layer is a set of L1 and L2 lat
hes L10 and L20,su
h that L20 is a superset of all lat
hes in the transitive fanout of L10, and L10is a superset of all lat
hes in the transitive fanin of L20.De�nition 2. A dependent layer is termed minimal if and only if there doesnot exist a nonempty set of L1 and L2 lat
hes L0 whi
h may be removed fromthat layer and still result in a nonempty dependent layer.



3Consider the netlist in Fig. 1 (the triangles denote 
ombinatorial logi
, andthe re
tangles denote lat
hes). The L1 lat
hes are shaded. The two unique MDLsare marked with dotted boxes. Merely removing all L1s or all L2s will not yieldan optimum redu
tion in this 
ase; the L1s of layer A, and the L2s of layer Bshould be removed to yield an optimum solution for this netlist, whi
h removesfour of the six lat
hes.
B

A
Inputs

Primary

Outputs
Primary Fig. 1. Sample Netlist with Two Minimal Dependent LayersIn Se
t. 2 we introdu
e a half-
y
le netlist, and two di�erent abstra
ted full-
y
le models of this netlist. In Se
t. 3 we study the state spa
e of the netlistand its two abstra
ted models to demonstrate the validity of the abstra
tion forCTL* formulae whi
h reason solely about lat
hes of a single type (L1 or L2). InSe
t. 4 we introdu
e the algorithm used to perform the netlist redu
tion, anddemonstrate its optimality. In Se
t. 5 we give some experimental results of theuse of this algorithm as implemented in RuleBase [4℄ for appli
ation to IBM'sGigahertz Pro
essor.2 Half-Cy
le versus Full-Cy
le ModelsConsider the half-
y
le netlist, denoting an MDL, shown in Fig. 2. All nets andprimitives may be ve
tors.
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Fig. 2. Half-Cy
le Netlist NDe�nition 3. A netlist is dual-phase (DP) if and only if:1. All lat
hes in the transitive fanouts of L1 lat
hes are L2 lat
hes, and



42. All lat
hes in the transitive fanin of L2 lat
hes are L1 lat
hes, and3. No primary inputs exist in the transitive fanin of any L2 lat
h, and4. No primary outputs exist in the transitive fanout of any L1 lat
h.The �rst two rules are enfor
ed by hardware timing 
onstraints. Note that,at the periphery of a design, there may be some inputs whi
h have L2 lat
hesin their transitive fanout, and outputs whi
h are in the transitive fanout ofL1 lat
hes (thus violating rules 3 and 4). While the analysis presented in thispaper disallows su
h 
onne
tivity for simpli
ity, these 
ases are supported by ourimplementation; for ease of reasoning, we have found it bene�
ial to preserve allL2 lat
hes whi
h violate rule 3, and to remove all L1 lat
hes whi
h violate rule4. The notion of MDLs (Defn. 2) allows us to partition the design under testinto a maximum number of partitions su
h that ea
h is DP. Next, we proposetwo abstra
tions for DP netlists. For ea
h DP partition of the original design, oneof these two abstra
tions may be applied independently of the other partitions,thus yielding an overall abstra
tion whi
h has a globally minimum number oflat
hes (refer to Theorem 5). This minimum would, in general, be less thanremoving either all of the L1 or all of the L2 lat
hes.In this paper, we assume that properties may only refer to the L2 nets (whi
hwe term L2� visible properties). In our a
tual implementation, we also handlethe 
ase where the properties refer only to L1 nets. Furthermore, by for
ing ourtool to remove only L1 or only L2 lat
hes (i.e., restri
ting its freedom to 
hoosewhi
h type to remove), ea
h property may refer to both types of nets. However,we skip these generalizations in this paper.2.1 The Abstra
ted ModelsThe values of the nets in Fig. 2 are spe
i�ed for time-steps i � 0. The pre-spe
i�ed initial values of the lat
hes are B0(0::m � 1) and D0(0::n � 1). Let 
denote the 
lo
k input, whi
h initializes to 1, and alternates between 1 and 0at every time step, indi
ating whether the L1 or L2 lat
hes (respe
tively) arepresently transparent. The subs
ript i means \at time i".For i > 0, if (
i = 1), Bi(0::m � 1) = Ai�1(0::m � 1), else Bi(0::m � 1) =Bi�1(0::m � 1). Similarly, for i > 0, if (
i = 1), Di(0::n � 1) = Di�1(0::n � 1),else Di(0::n � 1) = Ci�1(0::n � 1). For the 
ombinatorial nets, Ai(0::m � 1) =f1(PIi(0::k� 1); Di(0::n� 1)); Ci(0::n� 1) = f2(Bi(0::m� 1)); and POi(0::o�1) = f3(Di(0::n� 1)).Either layer of lat
hes may be removed (and the remaining layer transformedto 
ip-
ops whi
h may be 
lo
ked every 
y
le { not by an alternating 
lo
k),and the resulting abstra
ted model will be shown to be bisimilar to the originalnetlist. Fig. 3 shows the �rst abstra
tion with layer L2 removed. We need anew variable, labeled f , whose initial value is 1, and thereafter is 0. This lat
hensures that the initial value D0 from the original netlist N (whi
h need not bedeterministi
) is applied to the 
ombinatorial nets D in N 0. B0(0::m� 1) is stillthe initial value of the remaining lat
hes. For i > 0,Bi(0::m�1) = Ai�1(0::m�1).
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ted Model N 0If (fi = 1), Di(0::n � 1) = D0(0::n � 1), else Di(0::n � 1) = Ci(0::n � 1). Forthe other 
ombinatorial nets, Ai(0::m � 1) = f1(PIi(0::k � 1); Di(0::n � 1));Ci(0::n� 1) = f2(Bi(0::m� 1)); and POi(0::o� 1) = f3(Di(0::n� 1)).
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Fig. 4. Alternate Abstra
ted Model N 00Fig. 4 illustrates the se
ond abstra
tion, whi
h removes the L1s. D0(0::n�1)is the initial value of the remaining lat
hes; Di(0::n�1) = Ci�1(0::n�1). For the
ombinatorial nets, Ai(0::m�1) = f1(PIi(0::k�1); Di(0::n�1)); Bi(0::m�1) =Ai(0::m�1); Ci(0::n�1) = f2(Bi(0::m�1)); and POi(0::o�1) = f3(Di(0::n�1)). Note that the f variable is unne
essary for this abstra
tion; the initial valueof the removed lat
h does not propagate.It is noteworthy that either one of the two abstra
tions may be 
hosen; sin
ethe layers may be of di�ering width (m 6= n), the removal of one layer may resultin a smaller state spa
e than the other. We term both of the above redu
tionsas dual-phase (DP) redu
tions.3 Validity of Abstra
tionWe de�ne a notion of dual-phase-bisimulation relation (inspired by Milner'sbisimulation relations [5℄); this notion is preserved for 
omposition of Moorema
hines. Further, if two stru
tures are related by a dual-phase-bisimulation re-lation, we show that L2�visibleCTL* properties are preserved (modulo a simpletransformation). We show the existen
e of a dual-phase-bisimulation relation forboth abstra
tions presented in the previous se
tion.We will relate our designs to Kripke stru
tures, whi
h are de�ned as follows.De�nition 4. A Kripke stru
ture K = hS; S0;A;L; Ri, where S is a set ofstates, S0 � S is the set of initial states, A is the set of atomi
 propositions,L : S ! 2A is the labeling fun
tion, and R : S � S is the transition relation.



6 Our designs are des
ribed as Moore ma
hines (using Moore ma
hines, insteadof the more general Mealy ma
hines [6℄, simpli�es the exposition for this paper,though our implementation is able to handle Mealy ma
hines). We use the fol-lowing de�nitions for a Moore ma
hine and its asso
iated stru
ture (similar toGrumberg and Long [7℄).De�nition 5. A Moore ma
hineM = hL; S; S0; I; O; V; Æ; 
i, where L is the setof state variables (lat
hes), S : 2L is the set of states, S0 � S is the set of initialstates, I is the set of input variables, O is the set of output variables, V � Lis the set of property visible nets, Æ : S � 2I � S is the transition relation, and
 : S ! 2O is the output fun
tion.De�nition 6. The stru
ture of a Moore ma
hine M = hL; S; S0; I; O; V; Æ; 
i isdenoted by K(M) = hSK ; SK0 ;A;L; Ri, where SK = 2L � 2I , SK0 = S0 � 2I ,A = V , L = SK ! 2V , and R((s; x); (t; y)) i� Æ(s; x; t).In the sequel we will use M to denote the Moore ma
hine as well as thestru
ture for the ma
hine. We now de�ne our notion of dual-phase-bisimilarity,whi
h 
hara
terizes our proposed abstra
tion.De�nition 7. Let M and M 0 be two stru
tures. A relation G � S � S0 is adual-phase-bisimulation relation if G(s; s0) implies:1. L(s) = L0(s0).2. for every t; v 2 S, su
h that R(s; v) and R(v; t), we have L(s) = L(v), andthere exists t0 2 S0 su
h that R0(s0; t0) and G(t; t0).3. for every t0 2 S0, su
h that R0(s0; t0), there exist t; v 2 S su
h that L(v) =L0(s0), R(s; v), R(v; t), and G(t; t0).We say that a dual-phase-bisimulation exists from M to M 0 (denoted by M �M 0) i� there exists a dual-phase-bisimulation relation G su
h that for all s 2 S0and t0 2 S00, there exist t 2 S0 and s0 2 S00 su
h that G(s; s0) and G(t; t0).Noti
e that, in the above de�nition, su
h a dual-phase-bisimulation relationmay exist only if M has a dual-phase nature { i.e., for all i, the visible labels ofstates s2i and s2i+1 are equivalent.An in�nite path � = (s0; s1; s2; : : :) is a sequen
e of states (s0 2 S0) su
h thatany two su

essive states are related by the transition relation (i.e., R(si; si+1)).Let �i denote the suÆx path (si; si+1; si+2; : : :). We say that the dual-phase-bisimulation relation exists between two in�nite paths � = (s0; s1; s2; : : :) and�0 = (s00; s01; s02; : : :), denoted by G(�; �0), i� for every i, G(s2i; s0i).The 
omposition of Moore ma
hines (M1 k M2) is de�ned in the standardway [7℄, by allowing the outputs of one design to be
ome inputs of the other.The following result is shown similarly as the proof that simulation pre
eden
eis preserved under 
omposition [7℄.Theorem 1. If M1 �M 01 and M2 �M 02, then a dual-phase-bisimulation existsfrom the Moore 
omposition M1 kM2 to the Moore 
omposition M 01 kM 02 (i.e.,M1 kM2 �M 01 kM 02).



7The set of dual-phase-redu
ible CTL* formulae is a subset of CTL* formu-lae [8℄, and is a set of state and path formulae given by the following indu
tivede�nition. We also de�ne the dual-phase redu
tion for su
h formulae:De�nition 8. A dual-phase-redu
ible (DPR) CTL* formula �, and its dual-phase redu
tion, denoted by 
(�), are de�ned indu
tively as:{ every atomi
 proposition p is a DPR state formula � = p; 
(�) = p.{ if p is a DPR state formula, so is � = :p; 
(�) = :
(p).{ if p; q are DPR state formulae, so is � = p ^ q; 
(�) = 
(p) ^
(q).{ if p is a DPR path formula, then � = Ep is a DPR state formula; 
(�) =E
(p).{ ea
h DPR state formula � is also a DPR path formula �.{ if p is a DPR path formula, so is � = :p; 
(�) = :
(p).{ if p; q are DPR path formulae, so is � = p ^ q; 
(�) = 
(p) ^
(q).{ if p is a DPR path formula, so is � = XXp; 
(�) = X
(p).{ if p; q are DPR path formulae, so is � = pUq; 
(�) = 
(p)U
(q).Note that XX is transformed to X through the redu
tion; intuitively, this isdue to the \doubling of the 
lo
k frequen
y", or the repla
ement of the os
illating
lo
k with an \always a
tive" 
lo
k, enabled by the abstra
tion. As an example,if � = AG(rdy ! (AXAX(req ! AF(a
k)))), then 
(�) = AG(rdy ! (AX(req !AF(a
k)))) (note that AXAXp is equivalent to AXXp). L2 � visible propertiesmay be readily expressed utilizing DPR CTL*, sin
e lat
hes of any given typemay only toggle every se
ond time-step; there is no need to express su
h aproperty with a single X , whi
h is the only restri
tion we impose upon fullCTL* expressibility.Theorem 2. Let s and s0 be states of M and M 0, and � = (s0; s1; s2; : : :) and�0 = (s00; s01; s02; : : :) be in�nite paths of M and M 0, respe
tively. If G is a dual-phase-bisimulation relation su
h that G(s; s0) and G(�; �0), then1. for every dual-phase-redu
ible CTL* state formula �, s j= � i� s0 j= 
(�).2. for every dual-phase-redu
ible CTL* path formula �, � j= � i� �0 j= 
(�).We des
ribe the Moore spe
i�
ations (Defn. 5) for the abstra
tions presentedin Se
t. 2. Refer to Figs. 2-4. Let 
 be the 
lo
k variable whi
h alternates between1 and 0, indi
ating whether the L1 or L2 lat
hes are presently transparent,respe
tively. The original netlist N = hLN ; SN ; SN0 ; P I; PO; V N ; ÆN ; �N i hasLN = B [D [ f
g, V N = D, and the transition and output fun
tions, ÆN and�N , are given by the formulae in Se
t. 2.1. The state spa
e of N is denotedby (b; d; v; x), 
omprising of the values of lat
hes B, D, 
, and the input PI ,respe
tively.As presented here, the properties 
annot refer to inputs { V N does not 
on-tain inputs. This restri
tion is due to the requirement that visible labels of statess2i and s2i+1 are identi
al (Defn. 7), and is not ne
essary if the inputs to thedesign do not 
hange values between s2i and s2i+1. This assumption is typi
allysound; ex
ept for 
lo
k inputs (whi
h no longer need to be modeled), synthesis



8timing 
onstraints enfor
e this requirement (sin
e the partition will ultimatelybe 
omposed with other partitions, or o

ur at 
hip boundaries). After our ab-stra
tion, the environment is no longer 
onstrained from toggling only on
e everytwo time-steps, but may toggle every time-step { this re
e
ts a 
onversion of theenvironment from half-
y
le to full-
y
le, and (along with the synthesis require-ments re
e
ted in rules 1 and 2 of Defn. 3, and the synthesis requirement that thedesign be free from 
ombinatorial loops) allows appli
ability of this abstra
tionto Mealy ma
hines.The �rst abstra
tion N 0 = hLN 0 ; SN 0 ; SN 00 ; P I; PO; V N 0 ; ÆN 0 ; �N 0i, whi
h wedenote the \remove-L2" abstra
tion, has LN 0 = B [ ffg, SN 00 = (B0; 1), V N 0 =D. Again, the transition and output fun
tions, ÆN 0 and �N 0 , are given by theformulae in Se
t. 2.1. The state spa
e of N 0 is denoted by (b; w; x), 
omprising ofthe values of lat
hes B, f , and the input PI , respe
tively. The se
ond abstra
tionN 00, whi
h we denote the \remove-L1" abstra
tion, has LN 00 = D, SN 000 = D0,V N 00 = D. The state spa
e of N 00 is denoted by (d; x), 
omprising of the valuesof lat
hes D and the input PI , respe
tively. Note that we de�ne V in all 
asesas D, the L2 lat
h outputs, as ne
essary for arbitrary L2 � visible properties,and to enable the dual-phase-bisimulation.Theorem 3. If N 0 is a \remove-L2" abstra
tion of N , then N � N 0.Proof. The following relation G between states of N and N 0 is a dual-phase-bisimulation relation. G is de�ned so that it is 1 only for the following two 
ases:{ for any x, G((B0; D0; 1; x); (B0; 1; x)) is 1{ for any (b; d; 1; x) rea
hable from the initial state of N after at least onetransition, G((b; d; 1; x); (b; 0; x)) is 1Theorem 4. If N 00 is a \remove-L1" abstra
tion of N , then N � N 00.Proof. The following relation G between states of N and N 00 is a dual-phase-bisimulation relation. G is de�ned so that it is 1 only for the following two 
ases:{ for any x, G((B0; D0; 1; x); (D0; x)) is 1{ for any (b; d; 1; x) rea
hable from the initial state of N after at least onetransition, G((b; d; 1; x); (d; x)) is 1Theorems 1, 2, 3 and 4 allow us to apply the two abstra
tions independentlyon ea
h dependent layer, and still show the validity of model 
he
king L2�visibleCTL* formulae on the 
omposition of the abstra
tions:Corollary 1. If D0 is obtained from D by applying either the \remove-L2" ab-stra
tion or the \remove-L1" abstra
tion, independently, on ea
h of its minimaldependent layers, D � D0.



94 Algorithm for the Abstra
tion of DP NetlistsThe algorithm pi
ks a primary input at random { a while loop ensures thatevery primary input is 
hosen. It then �nds the lat
hes in the transitive fanoutof this input { this set is 
alled L100, and must 
onsist solely of L1 lat
hes (ex-
ept for inputs 
onne
ted to L2s, whi
h are treated spe
ially). It pla
es theseelements of L100 one-at-a-time into the set L10. For ea
h lat
h in L10 not previ-ously 
onsidered, it �nds all L2 lat
hes in the transitive fanout of L10 { this setis denoted L20. It then looks for any lat
hes in the transitive fanin of L20 { thesemust be L1s { and adds them to L10. It then iteratively ping-pongs between theL1s and L2s for this MDL until no new lat
hes are found. These lat
hes are nowlabeled with their type and layer identi�er (whi
h is then in
remented), and are
ord kept as to the number of L1 and L2 lat
hes in that layer. It then 
ontinuesiteratively with the next element of the set L100.The algorithm then looks for L1 lat
hes in the transitive fanout of the L2sen
ountered in the previous layers. If it �nds any, these new MDLs are explorediteratively as above until no new lat
hes are en
ountered. The outer while loopthen begins traversing from the next primary input.If the algorithm en
ounters a previously-marked L1 lat
h while looking for anL2 lat
h (or vi
e-versa), it 
ags this violation. If no violation has been reportedduring the analysis, the netlist is DP, and redu
tion may pro
eed.After the above analysis, either the L1 or the L2 set may be removed per layer;these layers are minimal by 
onstru
tion. A simple iteration over every MDL willyield optimum redu
tions; if the given layer has more L2s than L1s, the L2s ofthat layer should be repla
ed with multiplexors as dis
ussed in Se
t. 2.1. If not,the L1s of that layer should be repla
ed with wires.If the type of all lat
hes is provided (L1 versus L2), an alternate algorithmmay simply iterate over ea
h lat
h within the netlist, and 
al
ulate its MDLgiven its type. When this abstra
tion was initially deployed, no su
h type datawas automati
ally available; the inputs provided a 
onvenient point of referen
e.Theorem 5. This algorithm performs optimum DP redu
tions.Proof. By 
onstru
tion, ea
h lat
h will be a member of exa
tly one MDL. Fur-thermore, the MDLs are of minimum size, resulting in a maximum number ofdependent layers in the netlist. Sin
e ea
h MDL is independent of the others,the lo
ally optimal solutions yield a globally optimum result.Note that along any input - output path within a single MDL, exa
tly one
ip-
op must exist after abstra
tion { if zero or two exist, the bisimulation is
learly broken. Take any lat
h from any MDL whi
h whi
h was removed by theabstra
tion { assume that it is an L1 lat
h L10. All L2s L20 in the fanout of L10must remain. All L1s in the fanin of L20 must have been removed, and so on untilwe are left with the 
ase that (within this MDL) all of the L1s are removed, andall of the L2s remain, if this is a 
orre
t abstra
tion (similar reasoning applies to
onsideration of a removed L2 lat
h). This demonstrates optimality of redu
tionof ea
h MDL.



10 The algorithm may be optimized to ensure that ea
h 
ombinatorial gate (ornet) is only 
onsidered on
e in fanout traversal, and on
e in fanin traversal, toensure that its 
omplexity is O(netlist size2). However, in pra
ti
e, we havefound that the 
omplexity of this algorithm grows roughly linearly with modelsize and takes a matter of se
onds for even the largest designs we have 
onsideredfor model 
he
king (more than 8,000 lat
hes). This near-linearity is not surprisingfor synthesizable high-performan
e netlists, sin
e the depth of 
ombinatoriallogi
 between lat
hes and the number of sinks of a net are restri
ted to ensurethat the netlist meets timing 
onstraints.5 Experimental ResultsThe above algorithm was implemented into the model 
he
ker RuleBase [4℄,developed in IBM Haifa Resear
h Lab as an extension to SMV [9℄. It is utilizedas a �rst-pass netlist redu
tion te
hnique; the redu
ed full-
y
le model is savedand used as the basis for further optimizations before being passed to SMV formodel 
he
king.This algorithm was deployed for use on many 
omponents of IBM's GigahertzPro
essor. The redu
tion results obtained by this step are given in Table 1 be-low. These numbers do not re
e
t the results of any other redu
tion te
hniques.We re
ommend, due to the speed of this algorithm (O(n2) in theory, but roughlyO(n) in pra
ti
e) and its global preservation of L2� visible properties, that itbe used as a �rst-pass redu
tion te
hnique upon design 
ompilation. The result-ing abstra
ted design may then be analyzed for formula-spe
i�
 redu
tions (e.g.,
one-of-in
uen
e, 
onstant propagations, retiming), whi
h are likely to pro
eedfaster upon the abstra
ted design due to the fewer number of lat
hes and sim-pler transition relation (the 
lo
k is no longer in the support of the transitionrelation). Logi
 Fun
tion State BitsBefore Redu
tion State BitsAfter Redu
tionLoad Serialization Logi
 8096 2586L1 Reload Logi
 3102 1418Instru
tion Flushing Logi
 138 69Instru
tion-Fet
h Address Generation Logi
 4891 2196Bran
h Logi
 6918 3290Instru
tion Issue Logi
 6578 3249Tag Management Logi
 578 289Instru
tion De
ode Logi
 1980 978Load / Store Control 821 409Table 1. DP Redu
tion ResultsDuring the initial stages of model 
he
king, this abstra
tion was not available.On
e the abstra
tion be
ame available, properties whi
h previously took many



11hours to 
omplete would �nish in several minutes. More en
ompassing propertiesbe
ame feasible on the abstra
ted model whi
h would not otherwise 
omplete.As a small example, a property run on the Load Serialization Logi
 whi
htook 25.6 se
onds, 36 MB of memory on the abstra
ted model (with 81 variables)took 450.2 se
onds, 92 MB of memory for the unabstra
ted netlist (with 116variables) on the same ma
hine (an IBM RS/6000Workstation Model 590 with 2GB main memory), with no initial BDD order. This time in
ludes that ne
essaryto perform the netlist analysis and redu
tion. As a larger example, a propertyrun on the Instru
tion Flushing Logi
 took 852 se
onds of user time, 48 MB onthe abstra
ted model (with 96 variables). This same property did not 
ompleteon the unabstra
ted netlist (with 162 variables) within 72 hours.While it may seem surprising that the number of variables after abstra
tionis more than half that before abstra
tion, this is due to two phenomena. First,some of these variables are used for environment and spe
i�
ation; these aremodeled dire
tly as 
ip-
ops (rather than L1-L2 lat
hes). Se
ond, in some 
ases,RuleBase was able to exploit some redundan
y among these variables throughother model redu
tion te
hniques (e.g., 
onstant simulation).The bene�ts obtained by this algorithm extend beyond a mere redu
tionin state depth, whi
h redu
es the time and memory 
onsumed by rea
hability
al
ulations. BDD variable reordering time is often greatly redu
ed (sin
e theBDDs tend to be smaller, and sin
e with less variables a \good ordering" tendsto be faster to 
ompute). The redu
tion to full-
y
le models also redu
es thenumber of image 
al
ulations ne
essary to rea
h a �xed-point or on-the-
y failure{ the diameter of the model is halved. Further, sin
e fewer state variables requireevaluation, it is possible that the above redu
tion may be exploited to \
ollapse"adja
ent fun
tions to a single fun
tion, whi
h may be represented on the sameBDD. However, this risks blowing up the BDD size; the fun
tions may thusremain distin
t and impli
itly 
onjoined [10℄ to ensure proper evaluation.With this abstra
tion available, as demonstrated above, model 
he
king wasenabled to verify mu
h \larger" and more meaningful properties in less time.Users of our tool have found that writing spe
i�
ations and environments forthe full-
y
le abstra
ted models is mu
h less 
omplex than for the 
orrespondinghalf-
y
le netlists (as is viewing tra
es). All RuleBase users qui
kly 
onvertedto running ex
lusively with this abstra
tion. There have been many hundreds offormulae written and model 
he
ked to date on this proje
t, whi
h 
olle
tivelyhave exposed on the order of 200 bugs at various design stages. We have noten
ountered any properties we wished to spe
ify whi
h be
ame impossible onthe abstra
ted model. This algorithm thus provided an eÆ
ient and ne
essarymeans by whi
h to free ourselves from the veri�
ation burdens imposed by thelow level of the implementation.It is noteworthy that roughly 70 HDL bugs were isolated due to violations ofL1-L2 
onne
tivity during this work. While algorithms for dete
ting su
h prob-lems are simple (and other tools implementing su
h 
he
ks be
ame available laterin the design 
y
le), the many bene�ts resulting from this redu
tion providedstrong motivation for qui
kly 
orre
ting these errors. Due to the nature of logi




12interpretation in simulation and model 
he
king frameworks, the logi
 
awed insu
h a manner typi
ally behaved \properly" for veri�
ation { these platformsassume zero 
ombinatorial delay, but no 
ombinatorial \
ow-through" for twoadja
ent level-sensitive lat
hes even if both are simultaneously in the transparentphase.6 Con
lusionsWe have developed an eÆ
ient algorithm for identifying and abstra
ting dual-phase L1-L2 netlists. The algorithm performs netlist graph traversal, rather thanFSM analysis, hen
e is CPU-eÆ
ient {O(n2) in theory, but roughlyO(n) in pra
-ti
e due to timing 
onstraints imposed upon synthesizable netlists. The bene�tsobtained by the abstra
tion in
lude mu
h smaller veri�
ation time and memoryrequirements (through \shallower" state depth { often less than one-half thatne
essary without the abstra
tion { whi
h redu
es 
omplexity of the transitionrelation and simpli�es BDD reordering, and a halving of the diameter of themodel), as well as more abstra
t spe
i�
ation and environment de�nitions. Abisimulation relation is established between the unredu
ed and redu
ed mod-els. This redu
tion is optimum, and is valid for model 
he
king CTL* formulaewhi
h reason solely about lat
hes of a given phase. Experimental results fromthe deployment of this algorithm (as implemented in the model 
he
ker Rule-Base) upon IBM's Gigahertz Pro
essor are provided, and illustrate its extremepra
ti
al bene�t.Referen
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