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Abstract. High-performance hardware designs often intersperse icatibnal
logic freely between level-sensitive latch layers (whereich layer is transpar-
ent during only one clock phase), rather than utilizing mastave latch pairs
with no combinational logic between. While such designs geyerally achieve
much faster clock speeds, this design style poses a challengerification. In
particular, unless thk-phase netlisiV is abstracted to a full-cycle register-based
netlist N', verification of V requiresk times (or greater) as many state variables
as would be necessary to obtain equivalent verificatiofvafWe present algo-
rithms to automatically identify and abstrdefphase netlists — i.e., to perform
phase abstraction — by selectively eliminating latches @bstraction is valid
for model checking CTL* formulae which reason solely abaithes of a sin-
gle phase. This algorithm has been implemented in the mbeekerRuleBase
and used to enhance the model checking of IBM’s Gigahertzd2swr, which
would not have been feasible otherwise due to computaticmadtraints. This
abstraction has furthermore allowed verification engiséewrite properties and
environments more efficiently.

This paper extends results reported by the authors at tlesvinh conference:

— J. Baumgartner, T. Heyman, V. Singhal, and A. Aziz. Model ¢iireg the IBM
Gigahertz Processor: An Abstraction Algorithm for Highsidemance Netlists. In
Proceedings of the Conference on Computer-Aided Verifinaluly 1999.



1 Introduction

A latch is a hardware memory element with two Boolean inputs — datiackock —
and one Boolean output. High performance netlists ofterlavsd-sensitive latches [1],
as balancing combinational logic between such latches iffieymerformance superior
to that of a netlist comprised of edge-sensitive registéos.such a latch, when its
clock input is a certain value (e.g., a logical “1"), the walat its data input will be
combinationally propagated to its data output (a conditewmedtransparent modg
otherwise, its last propagated value is held.

In common two-phase designs, the clock is modeled as a sigmah alternates
between 0 and 1 at each time-step. A latch which is transpeaueen the clock is a 0
will be denoted as &g latch (often referred to as dri latch); one which is transparent
when the clock is a 1 will be denoted @s (often referred to as a2 latch). Hardware
design rules, arising from timing constraints, require stnyctural path between twi,
latches to pass throughya latch, and vice-versa. An elementary design style requires
eachg, latch to fan out directly to @; latch (called a master-slave latch pair), and
allows only ¢, to drive combinational logic. However, a common high-parfance
hardware design technique involves utilizing combinadidogic freely betweenp
and¢, latches to better utilize each half-cycle of the clock. Sdekigns are typically
explicitly implemented in this manner; this structure ig tiee byproduct of a synthesis
tool, but instead a necessary technique to ensure the higdidsrmance design.

There are two major difficulties with the verification bfphase netlists. The first
is intrinsic; because of the larger number of state elem(@mis per latch) as compared
to a functionally equivalent full-cycle (i.e., edge-séivei register-based) netlist, the
verification toolset often requires much more time and memadditionally, sincek
image computations are necessary per clock period, theetiairaf such a netlist is
times that of an equivalent full-cycle netlist. The secamthiethodological; the manual
modeling of environments and properties is often more caafdd in that they must
be written in terms of the less abstrdephase netlist, and an oscillating clock must
be explicitly introduced which is in the support of all stat@riables. Therefore, we
propose the technique phase abstractioto overcome these difficulties.

There are two methodological approaches possible usingetimiques to be dis-
cussed in this paper. The first, termed Methodology 1, is tkenthe user explicitly
aware of the process of phase abstraction — the abstrastiperformed only on the
netlist under test, the user explicitly specifies propsréad environments in terms
of the phase-abstracted netlist, and any resulting tradebevin terms of the phase-
abstracted netlist. The second, termed Methodology 2, ietform phase abstraction
“invisibly” under the covers. The user writes their envinoent as &-phase netlist, and
the specification is synthesized (automatically or magyaiito a k-phase netlist im-
plementing a corresponding automaton; both of these coemsrare then composed
onto the netlist under test and phase abstraction is peefon this composition. This
phase abstracted composition is then passed into a vadfidabl. Any resulting trace
from the verification tool may then automatically be “un-peabstracted” before be-
ing presented to a user. Both methods benefit from the reduictistate variables and
diameter. Only Methodology 1 benefits from the ability to rabahore abstract specifi-
cation — in many cases this implies that Methodology 1 isgrefl. However, if a user



must reason about latches of multiple phases in their spatdn, Methodology 2 is
often preferred to ensure soundness and completeness.

In this paper we develop a set of efficient structural alomi forphase abstracting
a k-phase netlistV to a full-cycle netlistN’, which may be utilized for enhanced ver-
ification in any state-exploration-based framework (entpdel checking, semi-formal
algorithms, simulation). We definekaphase bisimulatioequivalence between the ab-
stracted and unabstracted netlists — refer to Theorem3 Biglequivalence ensures that
specification written in terms af;,_; latch outputs need not be modified other than a
conversion to full-cycle format (as will be discussed int8®t4); such conversion may
be performed either manually using Methodology 1 or autazally using Methodol-
ogy 2. Our technique provably performs maximal such reduastfor two-phase netlists
(refer to Theorem 5), and thus provides an important moaklgton step which may
greatly augment existing techniques (such as cone-ofeinfle, retiming [2], etc.). As
we demonstrate, this abstraction alone reduces the nunisédate variables (and the
diameter) of the netlist by a factor of k£, and possibly much greater. Additionally, de-
signers and verification engineers often prefer to reasontdhll-cycle netlists, hence
often prefer to write specification, and view counterexasph terms of the abstracted
netlist. Methodology 1 of this abstraction has been implet@e in the model checker
RuleBasd3], and has greatly enhanced the model checking of IBM’'saGé&tz Pro-
cessor which, as our experimental evidence demonstratedd wot have been feasible
otherwise. Furthermore, our linear-time algorithms haneven very useful to quickly
identify latch and clock connectivity errors, as we discnsSection 6.

A similar technique was proposed in [4] for sequential hamdrequivalence. They
propose globally converting latches of all but a single phato buffers — single-input
AND vertices. Their work proved correctness for the steadiestabgraph of the ab-
stracted netlist; as such, initial values are discardedvéyer, this approach is insuffi-
cient for model checking; modern hardware designs typicatjuire an explicit initial-
ization sequence (e.g., via scan chains) before propetifunadity is ensured. Failure
to consider initial values (and transitions outside of tleady state) in model checking
may fail to expose certain arbitrarily complicated desigmv8 occurring before steady
state is reached, and even prevent the netlist from readtsingtended steady state.
Our approach does preserve initial values, and we prove anaence between the
original and abstracted netlists relative to their inistdtes. The technique in [4] fur-
ther proposed a globally greedy approach of “removing dilthe smallest phase set”
of latches. They propose retiming as a second reductiontstepsure minimal latch
counts. Our work calculates minimally-sized partitionshaf netlist during its topolog-
ical analysis, and allows a greedy choice of which phasesstart for each partition,
independently of the other partitions, hence is able toemehieductions beyond those
possible with the technique of [4] alone (without the morstlyoretiming step).

Many hardware compilers allow automatic translation of teiaslave latch sets into
a single edge-sensitive register. Retiming algorithmsnisly be used to retime the
netlist such thatyg-¢;_1 layers become adjacent and one-to-one. However, retiming
adds a degree of complexity to a verification toolset in thatgpecification and any
witness and counterexample traces may need to be retimeellds watch the retimed
netlist, which becomes rather impractical for Methodoldgyodel checking further



requires preservation of initial values, which may nedassiextra processing in the
case of retiming [6]. A detailed exposition of retiming reigr-based netlists while ver-
ifying AG(p) properties is provided in [2] — their approach is akin to owgtivbdology
2. Overall, retiming requires quadratic resources or gr&an contrast, our technique
is a linear-time algorithm® (|vertices| + |edges|). We therefore conclude that the use
of retiming to perform phase abstraction is inferior to opp®=ach.

Note that phase abstraction and retiming offer somewhhabgdnal benefits; phase
abstraction reduces latch count along any directed cycke fagtor of1/k, which re-
timing cannot alter. Conversely, retiming attempts to globrelocate state elements to
minimize their total count; our technique performs someade@f such minimization in
that it greedily eliminates latches per partition, but @lignas a smaller solution space
to choose from than retiming as may be inferred by its lineamglexity. It is our experi-
ence that performing phase abstraction as a pre-procesgg@importing the resulting
register-based netlist into a verification toolset alloase simpler tool implementation
(since register clocks may be treated as implicit), anddgielomputationally superior
results even if retiming is subsequently applied to the Enahase-abstracted netlist
as noted in [4].

A similar concept is the notion aftuttering bisimulatiori9], which relates two ma-
chines which are semantically equivalent except that eitiey add “repetitious state
transitions” that do not appear in the other. The satigfaatif two stuttering bisimilar
states is identical for CTL* formulae with n( f) subformulae [10]. Stuttering bisim-
ilarity offers some degree of insight into the nature of byphase bisimilarity. Indeed,
k-phase abstraction yields an abstracted machineslated to its original/’ by a k-
stuttering — each state 8f hask stuttering-bisimilar correspondentsi’. Beyond its
relation to stuttering bisimilarity, our work provides diar-time structural netlist anal-
ysis and abstraction algorithms to identify and abstkaphase netlists, demonstrates
applicability of CTL* formulae including<* ( f), and preserves bisimilarity under com-
position. This relation will be discussed further in Seatibl.

Related to the topic of phase abstraction-sow abstraction [11]. Like a-phase
netlist, the topology of-slow netlists guarantee that any directed cycle has medulo
state elements; similarcoloring may be applied to both netlist types. Howeverikenl
phase abstraction;slow abstraction is only applicable to netlists compodedgisters.
Furthermoreg¢-slow netlists generally do not stutter whatsoever, andfatheir initial
values have semantic importance, unlikphase netlists. As with retiming, use &f
slow abstraction after phase abstraction may be a benefagification strategy.

The work of [12] provides a methodology for a specificatiooperate at a different
time-scale as a hardware implementation to increase thy Wi assume-guarantee
reasoning; our Methodology 1 could be viewed as such a paradiowever, they do
not focus on abstractions to enhance verification, only emtechanics of interfacing
a specification in one time-scale to an implementation inttearo The work of [13]
provides a general set of formalisms to relate various toamations of netlists with
various latching and clocking schemes, such as multi-phefists, retimed netlists,

! Retiming is solvable as a min-cost flow problem [7], for whizte of the most efficient known
algorithms is theenhanced capacity scaling algorithmvhich is()(\ edges| - log(|vertices|) -
(ledges| + |vertices| - log(|vertices]))) [8].



and netlists with multiple clock domains. In focusing moneacgeneral framework, they
do not address implications of the transformations in a @rgpchecking environment
or on reduction optimality.

This paper is organized as follows. We provide a formal didiniof the syntax
and semantics of netlists in Section 2. In Section 3 we iniceca generic two-phase
netlist, and two abstracted full-cycle variants of thislisetin Section 4 we prove that
ourk-phase abstraction yieldskaphase bisimilar netlist, that this bisimilarity presesve
CTL* model checking including®, and that this bisimilarity is preserved under com-
position. In Section 5 we introduce the algorithms used tdopm phase abstraction,
and discuss their optimality. In Section 6 we provide experntal results of our algo-
rithms as implemented in RuleBase [3] for application to IBM@igahertz Processor.
Several implementation details, including trace genenaaind CTL* expressibility, are
discussed in Section 7. We conclude this paper in Section 8.

2 Netlists: Syntax and Semantics

In this section we define the syntax and semantics of neflisisse well-versed in such
topics may wish to proceed to Definition 12.

Definition 1. A netlistis a tupleN = ((V, E), T, Z). The tuple(V, E) is a finite di-
rected graph, where the verticEsepresengates and the edger represenintercon-
nections® FunctionT  : V — types defines the semantic gaigpeassociated with each
gatev. FunctionZ : V — V is the initial value mapping (v) of each gate.

Our gatetypesdefine a set of constants, combinational gates, primaryténpund
latches, whose semantics will be provided in Definition 2teNtbat the type of a gate
will generally place constraints upon its indegree — fomegke, constants and primary
inputs have indegree of zero, and inverters have indegrea@fLatches have inde-
gree of two: their inputs ardataandclock We refer to the source vertex of the clock
input edge of a latch asclock(v), and of the data input afata(v). The initial value
mappings have semantic importance only for latch types;ftmction is ignored for
other vertices. We assume that the netlist contains no awatibnal cycles, and that the
domain ofZ is strictly combinational — i.e., the fanin cone of ea€tw) contains no
latches. We will refer hereafter to the set of latclies {v € V : T'(u) = latch}, and
the set of inputd = {u € V : T'(u) = input}.

Definition 2. Thesemantics of a netlisV are defined in terms of semantic trac@st
valuations to gates over time. We denote the set of all legaks associated with a
netlist by P C [V x N — {0, 1}], definingP as the subset of all possible functions
fromV x Nto {0, 1} which are consistent with the following rule. The value ofega

2 Throughout the text we refer tiaterconnectionsas nets This is somewhat imprecise; a net
may have multiple sinks and sources, and is not necessdliilgcted,” whereas an edge has
exactly one source and one sink, and is directed. We mayforamsarbitrary netlists by in-
troducing appropriate single-outpoét sourcevertices, and single-inputet sinkvertices, to
split nets to yield a semantically-equivalent graph-basgmtesentation. Our use of the term
netunambiguously refers to a corresponding single-souroglesisink edge.



at timei in tracep is denoted by:!. We define the value of a net= (u, v) at time
by its source vertex:! = u?.

fsﬁ’% : w is an input with sampled valuélp at times
Tu(v} ,...,v} ) : uisacombinational gate with functioh, = T'(u)
ul = (data(u)); : wis alatch andclock(u)); =1
(Z(u))g : uisalatchand =0 and(clock(u))z =0
Lup ! : uis alatch and > 0 and (clock(u)) =0

Termu; denotes the source vertex of tiith incoming edge ta, implying (v;, u) € E.
We now introduce some terminology related to describingsthecture of netlists.

Definition 3. We defineinlist(U) = {v : Ju € U. (v,u) € £} as the set of ver-
tices sourcing input edges to vertex setWe define the indegree of a vertex seby
indegre¢U) = |inlist(U)|.

Definition 4. We definefanin con¢U) = U U fanin condinlist(U)) for vertex set.

We may analogously defirmutlistandfanout coneWe define the clock logic of a
netlist asD = fanin condclock(L)), and assume without practical loss of generality
that(D,V \ D) forms a cut of the netlist whose crossing edgesctoekedges.

Definition 5. Thecone of influencef a vertex set/ is denoted asoi(U ), and defined
asfanin cong¢U) U fanin condZ (L N fanin congl)))).

Note that the cone-of-influence of a verteis a superset dnin conév), adding
the fanin cones of initial values of latches which appeah&fanin cone of.

Definition 6. Thecombinational fanirof vertex set is defined a$J ., cfi(u), where
cfi(u) is defined as if u € L, elseu U combinational fanifinlist(u)) if u ¢ L.

Definition 7. The combinational fanoubf vertex setU is defined a4, cfo(u),
wherecfo(u) is defined asutlist(u) U combinational fanoyoutlist(u) \ L).

Intuitively, the combinational fanin cone ofcontains all vertices in the fanin cone
of v which may be reached without passing through a latch, ana¢dh&inational
fanout cone of) contains all vertices in the fanout cone of the sinks afhich may be
reached without passing through a latch.

Definition 8. A k-phase netlisl is a tuple(V, &, C') whereN is a netlist® represents
a“global” clock,and” : V\ D — 0,...,k— 1is ak-coloringfunction. Semantically,
& acts an unconditionahod & up counter which initializes to 0, thuﬁ'D =1 mod k
foranyp € P, extending the notion of a trace kephase netlists in the obvious manner,

indicating which phase of latches are transparent at tieg:s

We require tha(clock(v)); = (®} = C(v)) for eachw € L and eaclp € P. For
each vertew, if C(v) = j, thenC({u : v € combinational fanouv) A u € L}) =
(j +1) mod k and alsoC'({u : u € combinational fanifw) A u € L}) = j. We

requirethatC'(I) = k — 1.



Use of an integer rather than a set of Boolean value®fisr merely a notational
shorthand. Hereafter, we assume that a netlistphase; before phase abstractionr
2, and after phase abstraction we obtaifulicycle netlist with & = 1 composed of
registers. A linear-time algorithm may be used to color thisf V; @ further provides
a “seed” for the coloring. The coloring oflaphase netlist ensures that Definition 2 is
well-formed; otherwise, a netlist may be prone to combovai cycles if, for example,
any directed cycle contains only latches of a single color.

We use the following definitions to associate a netlist to aMamachine [14] and
its associated Kripke structure (similar to Grumberg andd-[15]).

Definition 9. A Moore machine associated with a netiista tuple(N, L, I, S, Sy, O,
v, 0), where

— N is ak-phase netlist,

— Lis the set oftate variables

— [ is the set ofnputs

— § = 2'V? s the set oftates

— Sp C Sis the set ofnitial states defined agJ . p{{u € L: (Z(u))z =1}},

- 0={u:C(u) =k —1}\ {u: I N combinational fanifu) # 0} is the set of
visible vertices

— 7: S~ 29 is thelabeling functionas consistent with Definition 2, and

— 6 C S x 2" x S is thetransition relationas consistent with Definition 2.

We uniquely identify each state by a subset of the state Masaintuitively, this
subset represents those vertices which evaluate to a 1tisttia. We similarly define
the labeling function as those colbr— 1 vertices, minus vertices with primary inputs
in their combinational fanin, which evaluate to 1 in the esponding state. This set
correlates to the set of outputs; its limitation on inputsisinsic in the definition of
a Moore machine (a Mealy machine merely removes this réstni; and is necessary
in general for compositionality as well as soundness of dstraction. The transition
relation is defined as those tuples j,¢) such thatdp € P.3i € N. (s = {u : u €
LAul =13}Aj={u:uelAu, =1}At={u:ue LAu,"" =1}). We used(s)
as shorthand to represent the integer valué of states.

Definition 10. Thecomposition of Moore machindg and /', denoted by || M,

is another maching/”. NetlistsN andN' of M andM’, respectively, may share inputs
upon composition, and outputs of one may be inputs to anaittegrwise their vertices
are distinct. This implies thatV \ I} n {V'\ I'} = fand{V \{OUI}}nI' =0
and{V'\ {O' U I'}} NI = . Furthermore, we require thdét = &', and thatfanin
congZ"(L")) remain combinationall/" is defined as follows.

- N'=N| N,
- L'"=LUL
—I"={1uI}\{oU0},
ST =85x8,

= S =Upep{{u € L (2"())) = 1}},
- 0"={ueV":C(u)=k—1}\{ue V" :I'"N combinational fanifw) # 0},



- 9"=~U~',and
= 0"((s,s"), 2", (t,t") iff 6(s, {z" U~'(s")} N 1,t)andd' (s, {z" U~(s)} NI t").

Since visible vertices and inputs all have color 1, the composition ok-phase
netlists N and N’ yields ak-phase netlistV" which inherits coloring, hencé€” =
C'UC'. Note that composition may increase the set of visible gestsince some inputs
may be eliminated, hendé’ C 7 U I’ andO"” D O U O'. Note also that some cross-
products of initial states of/ || A/’ may be illegal, thus)' C Sy x S{,. Composition of
Moore machines cannot introduce combinational cyclesumxéheir outputs are not
combinational functions of their inputs.

Definition 11. TheKripke structure associated with a Moore machise tuple(M,
SK SK A, L, R), whereM is a Moore machineS* = 2-V1U? s the set ofstates
SE ={se SK:s5\1I € Sy} is the set ofnitial states A = O is the set ofatomic
propositions £ = S¥ — 29 is thelabeling functionandR((s, z), (t,y)) < d(s, z,1)
is thetransition relation

Intuitively, we defineSE as the subset o which, when projected down to the
latches, is equivalent t8,. As per this definition, we assume that properties may only
refer to colork — 1 nets which have no primary inputs in their combinationairdan
(see Section 7.3 for a discussion of variants); note thahefts of the clock logic
are thus not visible. The coldr-— 1 restriction is intrinsic to phase abstraction. The
restriction on nets with inputs in their combinational fam necessary due to the fact
that inputs only propagate (i.e., affect transitions ofrtechine) during one time-step
per clock period, whereas the lack of latches in their famiesdnot prevent them from
toggling every time-step. In other words, the inputs neetdstdter, whereas all latch
outputs must stutter. Restricting inputs to toggle onlyrgveth time-step is almost
always desirable in practice since the netlist will likelg bomposed with othek-
phase partitions, or occur at chip boundaries where samptiours only once per clock
period. The restriction on clock logic is due to the fact fhizdise abstraction will discard
the clock logic and replace it with an implicit clock. In theaguiel we will useM to
denote the Moore machine as well as the structure for the imacBimilarly, we will
useN to refer to a netlist in addition to its respective Moore niaeland structure.

The optimality of our algorithm results from the identifiicat of minimal dependent
layers (MDLs)of latches, and preserving only one phase of latches per MDL.

Definition 12. A dependent layeis a nonempty set of latches which satisfy the fol-
lowing rule. Denoting they, . . ., ¢5_1 latches which comprise the dependent layer as
lo, ..., ly—1, respectively, we require that,, is a superset of all latches in the combi-
national fanout of;, and that; is a superset of all latches in the combinational fanin
of data(lj4q1) for0 <j < k—1.

Definition 13. A dependent laydris termedminimalif and only if there does not exist
a nonempty set of latchéswhich may be removed frorinand still result in a nonempty
dependent layer\ I'.

Lemma 1. There is a unique MDL partition of any netlist.



Proof. We prove this lemma by contradiction. L&, and@; be two non-equivalent
partitions of NV into MDLs. Letqq, represent théth MDL in (), andq,, thei-th MDL
in Q. For @, to be non-unique, there must exisya which is not an element af,.
Note that there cannot exisigg, which is a superset of thig, elseqo, is not minimal
(or is equivalent tay, ); similarly, thisq,, cannot be a superset of aqy .

If ¢1, is a singleton{a} of color j, then there must exist no other latches in the
fanout (unlesg = k — 1) or fanin (unlesg = 0) cone ofa elseq,, is not a dependent
layer. Clearly, they,, which contains: is not minimal since the nonempty sgt \ {a}
is a dependent layer — as is the singlefan.

If ¢1, has cardinality greater than one, there must exist two éstetandb in ¢,
such thata € qo, andb € qo, fori # j. Letl., Ve € [0,k) be latch sets which are
initially empty. If a is a¢., we adda to [.. We next iteratively add to the latch sets as
follows: for eachd < d < k— 1, we add alky; 1, latches in the combinational fanout of
lgtoly41. Similarly, foreach) < d < k— 1, we add alky, latches in the combinational
fanin of data(l441) to 1. If we perform an iteration of this process for eatk [0, k)
and encounter no new latches, we have reached a fixed poiapehdent latches. This
process represents our MDL partitioning algorithm depidgte=igure 5. Note that each
. must be a subset @f,, elseqy, is not a dependent layer. Furthermdrequst be one
of the latches reached in this fixed point, ejgeis not minimal. This contradicts the
claim thatqo, # ¢1,.

Consider the two-phase netlist in Figure 1 (the trianglemtiecombinational logic,
and the rectangles denote latches). Bhdatches are shaded. The two unique MDLs
are marked with dotted boxes. Merely removinggallor all ¢, latches will not yield
an optimum reduction for this netlist; th latches of layer A, and the; latches of
layer B should be removed to yield an optimum solution of tatctes.

We have hitherto assumed that our netlist is a Moore machihieh may be lim-
iting in practice. One purpose for the restriction is conif@sality; the composition
of Mealy machines requires care to prevent the introduatiocombinational cycles.
However, we may readily view any Mealyphase netlist as the compositionkephase
Moore machines, with an additional combinational compoémath Moore machines
and inputs in its combinational fanin. However, we do nabwallvertices with primary
inputs in their combinational fanin to be visible to spedfion, as this may gener-
ally become unsound when performing CTL* model checkindwibtase abstraction.

-
i

Fig. 1. Example Netlist with Two Minimal Dependent Layers
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Var(0..k — 1) Ve1(0.m —1)  Vee(0.m—1) Vpo(0.n—1) Vgi(0.n—1) Vi1 (0..0—1)

Fig. 2: Two-Phase Netlisv

Vi Z (Vi)

Net Time-stepd Time-stepl

3 0 1

Van a a’

Vei| f1(a, Z(VE1)) f1(a", Z(VE1))

Veo| fi(a, Z(Vinr)) f1(a, 7 (VE1))

Vpo|f2(f1(a, Z(Ve1)))| f2(f1(a, Z(VEl)))
)

f2(f1(a, Z(VE1)))

VF1 3(Z(Ve1))

f3(F2(f1(a, Z(Ve1))))

Table 1: Symbolic Reachability Analysis &f — Base Case

Therefore, the only practical limitation of our techniqgoeMealy machines is this latter
point — thus precluding reasoning about this combinatidedly component.

3 Level-Sensitive Latch-Based versus Phase-Abstracted thsts

Consider the two-phase netlist shown in Figure 2. Though awe liefined netlists at
the bit level, our examples are depicted in vectored formragational shorthand. This
netlist hask primary inputsV/4;. The number associated with these labels refers to the
color of the net (equivalent to that of its source vertex)e Tputs fan out tg 1, which
is a function ofi’4; andVg;. The output off 1 is Vg, (anm-bit vector), which fans out
to ¢ latches that drivé/q. Vector Vg fans out to functionf2, the output of which
is n-bit vectorVpg. Vector Vpq fans out tog, latches, which drivé’z;. The primary
outputVg; is ano-bit combinational functiory3 of Vr;. The symbolic simulation of
this netlist is illustrated in Tables 1 and 2. Table 1 illasts the initial two time-steps.
Table 2 shows an “inductive” simulation beginning at anyitagloy “even” time-stepy,
hence the clock is &, meaning that the, latches are transparent.

The initial values of the latches at&(Vo) and Z (Vg1 ). Let & denote the global
clock, which initializes to 0, and alternates between 0 aatlevery time step, indicat-

Net| Time-stepj Time-stepj + 1 Time-stepj + 2 Time-stepj + 3

@ 0 1 0 1

VA] b bl c (3,

Vi | J1(6, Vi) 7106, 7206, ViD) | F1(e. F2(71(6, Vi) [F1(c, F2(F1(c, F2(F1(b, Vi)))))
Veol Fi(b, V1) S1(b, V1) f1(e, f2(1(b, V1)) (e 72(F1(b, V1))

Voo [f2(f1(6, V)| f2(f1(b, V1)) [f2(f1(c. f2(S1(0, Vi) [ f2(f1(e, f2(f1(B, V1))
Vel Vi F2(f1(b, V1)) F2(f1(b, V1)) F2(f1(c, F2(f1(b, V1))))
Vir1 f3(V1) F3(F2(f1(b,V1))) £3(£2(f1(b,1))) F3(F2(f1(c, f2(f1(b,11)))))

Table 2: Symbolic Reachability Analysis &f — Inductive Case
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ing whether the, or ¢; latches (respectively) are presently transparent. Thersappt
i means “at time.” Fori > 0, if (# = 0), thenV{,, = V},,, elseVi, = Vi, " Simi-
larly, fori > 0, if (&' = 0), thenV}, = V., ', elseV}, = V},. For the combinational
gatesVi, = f1(Vi,, Vi) Vo = f2(Ve); and finally Vi, = f3(V, ).

There are several noteworthy points about this analysist,Fiote that the initial
values of thep, latches are of no semantic importance sincedgihi¢atches are trans-
parent at time 0. Second, note that the inputs at odd tingssteenoted with a prime,
never propagate. This implies that from each even states theexactly one possible
next state regardless of input. Finally, the values ofghdatches cannot change be-
tween an odd and the successive even time-stepkfpbrase netlists, similar analysis
demonstrates that the initial values of only the | latches propagate (since all oth-
ers are transparebefore¢,_1), and that primary inputs only propagate at time-steps
i such that mod £ = 0 (since inputs combinationally fan out only #@, which are
transparent only at such time-stepsand that they,_; latches stutter from time-steps
k-i—1,...,k-(i+1)—2(since they are transparent only at time-steps— 1). When
the ¢, latches are transparent, their values Af&* (=1, (¢,_1)* (=1), wheref
represents the appropriate composed function.

3.1 Phase-Abstracted Netlists

In this section we propose two abstractions for two-pha#istse Either may be applied
to each MDL of a two-phase netlist independently of the oMBILs, thus yielding an
abstraction which has a globally minimum number of statenelets (refer to Theo-
rem 5). This minimum would, in general, be less than removitiger all¢, or all ¢,
latches. Fork-phase designs, we may perfokrdistinct abstractions per MDL inde-
pendently of other MDLs by removing all but one phase of lagcper MDL.

Either layer of latches of a two-phase netliétmay be removed (and the remaining
layer transformed to registers which may be clocked everg{tep), and the resulting
abstracted netlist will be shown to be bisimilar to the arainetlist. Figure 3 shows
the first abstractiov’ with layer¢,; removed. We label nets equivalentlyibto show
correspondence of the two netlists. We need a new variableose initial value is 1,
and thereafter is 0. This variable ensures that the iniikleZ (Vi ) from N is applied
to netsVg; in N'.3 (For k-phase netlists, we introdueeexactly when removing the
¢r_1 latches; otherwise we abstract as per Figure 4.) The iniiales of the preserved
state variables arg(Veyg). Fori > 0 we haveVi, = Vi, ' If (2! = 1), then
Vi, = Z(Vim)', elseVi, = V},. For the other combinational nets, we have that
Vi = FUVAL, VD Ve = F2(Vig); andVE, = £3(VE,). The symbolic analysis of
N'is illustrated in Table 3. Th¢indicates that the registers are clocked each time-step.
Term 21 (V) refers to an inverse of valug under functionf2:i.e., f2-'(V}) = a
such thatf2(a) = V4. Such an inverse must exist since any value on vectgris a
combinational function of vectdrg.

Figure 4 illustrates the second abstraction, which remdives), latches. Term
Z(Vg1) is the initial value of the preserved state variables.iFosr0, we haveV}, =
V. For the combinational nets, we haVig, = f1(V3,, Vi) Vi, = Vi Vi =

8 A similar technique was proposed in [6] for preserving aditialues of retimed netlists.
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Z(Ve1) n E Y
k f 1 m B m ‘ f 9 n

Vai1(0..k—1) Ve1(0..m —1) Veo(0..m —1) Vpe(0.n—1) Vgi(0.n—1) Vri1(0..0—1)

Fig. 3: Abstracted NetlisV'

Net| Time-stepd |[...|Time-stepj Time-stepj + 1

P T T T

Van a b c

Va1 [f1(a, Z(Ve))|..[ f1(b, V1) [f1(c, F2(f1(b, V1))
Veo Z(Vco) BRI f1(b, V1)

Vbo f2(Z(V(;o)) Vi f2(f1(b,V1))
VE1 Z(V}m) V] f2(f](b7‘/1))
Vei| F3(Z(Vew)) | £30va) | £3(52(51(b, V1))

Table 3: Symbolic Reachability Analysis of’

f2(Viy); andVi, = £3(VE,). Note that the: variable is unnecessary for this abstrac-
tion; the initial values of the removed latches do not pr@tag

It is noteworthy that either of these two abstractions magtaesen; since the layers
may be of differing width(m # n), one abstraction may result in a smaller state space
than the other. We formally define the phase abstractiorggsoas follows.

Definition 14. A k-phase abstractiois a structural transformation of laphase (for
k > 2) netlist N to a full-cycle netlistN’ such that each structural directed patihom
a ¢ to agy 1 latch (including each type exactly once) is transformecdbéews.

— Exactly one latchi alonge is replaced by a register.

— All latches alonge other thar are removed.

— For ag; latch ¢ # k — 1) which is removed, it is replaced by a buffer.

— For a¢r_1 latch which is removed, it is replaced by a multiplexor stawe to
preserve its initial value as demonstrated by Figure 3.

If 1 is a¢; latch, the corresponding abstraction is termguieserves; abstraction.

Straightforward analysis demonstrates that valuatiotiseodbstracted,  -driven
nets at timei > 0 are f(I'~!, (¢x—1)""'), wheref represents the appropriate com-
posed function.

4 Validity of Abstraction

In this section we define A-phase bisimulation relation (inspired by Milner’s bisim-
ulation relations [16], and related to stuttering bisintiaia [9]); this bisimulation is
preserved for composition of Moore machines. Further, @ siructures are related by
ak-phase bisimulation relation, we show that CTL* propertidsch reason only about
visible verticesare preserved modulo a simple transformation. We prove gotvese
bisimulation relation for both abstractions presenteddnti®n 3.1.
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k f1 ‘f2 n R n»—W@

Var(0..k — 1) Ve1(0.m —1)  Vee(0.m—1) Vpo(0.n—1) Vgi(0.n—1) Vi1 (0..0—1)

Fig. 4: Alternate Abstracted Netligt"’

Net Time-stepd .| Time-stepj Time-stepj + 1

[ B T B

Van a b c

Vei| fl(a,Z(Ve1)) [.| fL(b, V1) 71(c, F2(F1(b, 1))
Vool fi(a, Z(Ve1)) || f1(b,Vh) F1(e, F2(£1(b, V1))
Voo |f2(f1(a, Z(VE1)) [ [F2(F1(b, Vi) [f2(f1(c, F2(f1(b,V1))))
Ve Z(Ver) Vi F2(f1(b, V1))

Vi1 f(Z(Ver)) - f3(W1) F3(2(f1(b, V1))

Table 4: Symbolic Reachability Analysis of"’

Definition 15. Let M andM' be structures of &-phase and a full-cycle netligf and
N', respectively, such thaV’ was obtained byk-phase abstraction a¥. A relation
G C S x S'is ak-phase bisimulatiomelation if G(s, s') implies:

1. L(s) = L'(s").
2. Forevenyty,.. ., t; € Ssuch that:

-t kZIS, and

- Nj=1 B(tj,tj41), and

- &(t) =0,

we have/\_’;;f L(t;) = L(tj41), and3t’ € S’ suchthatR'(s',t') andG(ty,t').

3. Foreveryt’ € S’ such thatR'(s’, '), there existy, ..., t; € S such that:

-t kZ]S, and

= N\j=1 B(tj,tj41), and

- &(t;) =0,and

— NiZ} L(t;) = L(tj41), and

— G(tg,t").

We say that &-phase bisimulation exists from/ to M’ (denoted byM < M) iff
there exists &-phase bisimulation relatio such that for alk € Sy andt’ € S}, there
existt € Sp ands’ € Sj such thati(s, s') andG(t,1').

We use an equivalence in the above definition since the esro€M and M’ are
distinct; however, each visible vertex M has a unique correspondentifi as per the
phase abstraction algorithm of Definition 14. We requir¢ tih@two bisimilar machines
have corresponding netlists, one bekrghase £ > 2) and the other being a full-cycle
abstraction of the former, not only to emphasize that ourcstiral abstraction algorithm
yields ak-phase bisimilar model, but also because without such a@negent our per-
MDL abstraction may not yield A-phase bisimilar composition. As such, note that the
k-phase bisimulation relation is neither reflexive, tramsjtnor symmetric.
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We now prove that our structural transformation yields anfuiar netlist. An in-
finite semantic pathr = (sg, 51,59, ...) is any sequence of states such that any two
successive states are related by the transition relatien,&i(s;, s;11). Let =’ denote
the suffix path(s;, s;y1, si+2, . . .). We extend the notion df-phase bisimulation rela-
tion to hold between two infinite paths= (so, s1, s2,...) andn’ = (s{, s}, sh,...).

We will denote this byG(m, 7"), which holds iffG(sy.;, s}) for everyi > 0. We now
state Lemma 2, which follows directly from the above.

Lemma 2. Let s and s’ be states of structured/ and M’, respectively, such that
G(s,s'). For each infinite path starting ats and composed of transitions 8f, there
exists an infinite pathr’ starting ats’ and composed of transitions @f’ such that
G(w, 7). Similarly, for each infinite patir’ starting ats’ and composed of transitions
of M', there exists an infinite path starting ats and composed of transitions af
such thatG(w, 7').

The set ofk-phase-reducible CTL* formulae is a subset of CTL* formu]ag],
and is a set of state and path formulae given by the followmdgictive definition. We
also define thé-phase reduction for such formulae. This transformatiaicites the
relation between the “manual” specification of propert@msthe abstracted versus the
k-phase netlist for Methodology 1, as well as the algorithm'&mtomatic” translation
of properties for Methodology 2.

Definition 16. A k-phase-reduciblei(PR)CTL* formulay, and itsk-phase reduction
denoted by?(y), are defined inductively as follows.

Every visible atomic propositiopis akPR state formule = p; 2(p) = p.

If pis akPR state formula, so is = —p; 2(p) = =02(p).

If p, ¢ arekPR state formulae, sois= p A q; 2(p) = 2(p) A £2(q).

If pis akPR path formula, thep = Ep is akPR state formulaf?(y) = EQ2(p).
If pis akPR path formula, thep = Ap is akPR state formulaf2(y) = AQ2(p).
EachkPR state formula is also akPR path formulap.

If pis akPR path formula, so ig = —p; 2(p) = =2(p).

If p, ¢ arekPR path formulae, soig = p A q; 2(p) = 2(p) A £2(q).

If pis akPR path formula, so ip = X*p; 2(p) = X2(p).

If p, g arekPR path formulae, so is = pUq; 12(¢) = 2(p)U2(q).

TermX* refers to a series d@f X operators. Note that” is transformed tX through
the reduction; intuitively, this is due to the “multiplyirtge clock frequency by,” or
the replacement of the oscillating clock with an “alwayswatclock, intrinsic to phase
abstraction. As an examplejf= AG(rdy — (AXAX(req — AF(ack)))) for a two-
phase netlist, thef?(y) = AG(rdy — (AX(req — AF(ack)))). Note thatAXAX
is equivalent t)AXX; see Section 7.1, page 25 for discussion&BEX and EXAX.
Properties specified over onlysible verticeamay readily be expressed utilizind®R
CTL* since such nets may only toggle evéryime-steps; there is no need in practice
to express a property witk? fori mod & # 0.

4 We distinguish asemantic pathwhich is a projection of arace from Definition 2 down to
state elements, from structural path We use the ternpath for the former in the language
definitions in keeping with prior research terminology,ugh reserve this term for the latter
elsewhere in this paper in keeping with its structural focus
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Theorem 1. Let s and s’ be states of\/ and M', andn = (s, s1,$2,...) andn’ =
(s, s}, s5,...) beinfinite paths of\/ andM’, respectively. IfG is ak-phase bisimula-
tion relation such that (s, s") andG(x, n'), then

1. for everyk-phase reducible CTL* state formula states |= ¢ iff s’ |= 2(y), and
2. for everyk-phase reducible CTL* path formula, pathn = ¢ iff 7' |= 2(p).

Proof. The proof is by induction on the length of formuta Our induction hypothesis
is that Theorem 1 holds for aiPR CTL* formulaey’ of length< n.

Base Casen = 0. There are no CTL* formulae of length 0, hence this base case
trivially satisfies the induction hypothesis.

Inductive Step: Let ¢ be an arbitrary:PR CTL* formula of lengthn + 1. We will
utilize the induction hypothesis for formulae of lengthn to prove that Theorem 1
holds fory. We consider eight cases.

1. If ¢ is a state formula and an atomic proposition, thigfpy) = ¢. Sinces ands’
share the same labels, state- ¢ & s' = p & s' = 2(p).

2. If pisastate formulaand = -, thenf2(¢) = =2(¢1). Using the induction hy-
pothesis (since the length ¢f is one less than that ¢f), we have that = ¢ <
s' |= 2(p1). Consequently = ¢ & s = g1 & s' [E 2(p1) & s F 2(p).

3. Ifpisastate formulaand = ¢ Aps, thenf2(p) = 2(p1)A2(p2). By definition,
states = ¢ < ((s E ¢1) and(s = 2)). Using the induction hypothesis,
since the lengths op;, andy, are strictly less than the length ¢f we have that
s =1 e s E (1), and also that = ¢y & s' |= 2(p2). Therefore,
sEpe (s F 2p)ands' = 2(p)) & 5" | Q).

4. If ¢ = Egy, then2(p) = EQ2(¢1). The relations |= ¢ is true iff there exists an
infinite patho beginning at state such thato = ¢,. Consider any beginning
at s (regardless of whether = ¢1), and lets’ be an infinite path beginning at
states’ such thaiG(c, ¢'). Such as’ must exist by Lemma 2. Using the induction
hypothesis, since the length ¢f is exactly one less than the lengthy@fwe have
thato |= p1 © o' |= 2(¢1). Thisimplies that = ¢ < s' |= 2(p).

5. If o = Apy, then2(p) = AR(p1). The relations = ¢ is true iff for every
infinite patho beginning at state, we have that = ;. For every infinite patlr
beginning at, consider the infinite path’ beginning at state’ such that7(c, o).
Such ag’ must exist by Lemma 2. Applying the induction hypothesiagsithe
length of, is exactly one less than the length@fwe have that = ¢, < o' E
2(p1). Thisimpliesthat = ¢ < s’ = 2(p).

6. Suppose thap is a path formula which is also a state formula. Since we have
exhausted the possibilities for state formulae in the otlages, we conclude that
TEe e = Q).

7. 1f o = XFgy, then2(p) = X2(p1). Note thatr = ¢ iff suffix path 7% =
(Sk, Ska1,Ski2,--.) = 1. SinceG (¥, n'!), and using the induction hypothesis
(since the length ap, is less than the length ¢f), we have that* |= ¢, & 7! =
(sh,s5,s5,...) = 2(¢1). Thisis equivalent tar = ¢ < 7' = X2(¢1), and also
tor = e = 02(p).

8. If ¢ = p1Ugps, then2(p) = 2(p1)UR2(p2). Note thatr = ¢ iff there existsi
such thatr? = o, and for allj < i, 7/ |= ¢;. Since we know that the labeling
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of statessy.i—1,...,s.(i+1)—2 are identical, we may without loss of generality
assume that is either0, or ¢ - £ — 1 for somec. Using the induction hypothesis,
since the lengths af; andy- are each less than the lengthgfpathn? = ¢ iff
7' = Q(yp,) fori' = (i + 1)/k, rounding down ifi = 0. Further, pathr/ |= ¢,
forall j < i iff ='d’ = 2(pr) forall j' < ', implying thatr |= ¢ < 7' |= 2(p).

We now provek-phase bisimilarity between laphase netlist and its-phase ab-
straction. Refer to Figures 2-4. Létbe the clock variable which alternates between 0
and 1, indicating whether thé, or ¢, latches are presently transparent, respectively.
The original netlistN hasL”™ = Vo U Vi, andON = Vi U V. The state space
SN of N is denoted byc, e, v), comprising of the values of latch&%,, latchesVz;,
and global clock?, respectively. Initial stateS) = (Z(Vco), Z(Vi),0).

The first abstractiotV’, which we denote thpreserves, abstraction, hag™ =
Veo U {z}, andON' = Vg; U V. The state space™’ of N’ is denoted by(c, w),
comprising the values dfc, andz, respectively. Initial state§) = (Z(Vco),1). The
second abstractioN”, which we denote thpreserves, abstraction, has™" = Vy;,
andON" = Vi U V. The state spacg”” of N” is denoted by(e), comprising of
the values of latcheBp; . Initial statesS)’" = (Z(Vg1)). Note that we defin® the
same in all cases to enable thghase bisimulation.

Theorem 2. If N' is apreserveg, abstraction of two-phas¥, thenN < N'.

Proof. The following relationG between states ¥ and N’ is a two-phase bisimula-
tion relation. Relationt7 is defined so that holds only for the following two cases.

- G((Z(Veo), Z(VEr).0),(Z(Veo), 1)) holds.
- G((c,e,0),(c,0)) holds for any(c, e, 0) reachable from the initial states 6f via
k - (for i > 0) transitions.

Theorem 3. If N is apreserves; abstraction of two-phas¥, thenN < N".

Proof. The following relation between states df andN" is a two-phase bisimula-
tion relation. Relatiortz is defined so that it holds only for the following two cases.

— G((Z(Vew), Z(VEr). 0), (Z(Visr))) holds.
— G((c,e,0), (e)) holds for any(c, e, 0) reachable from the initial states df via ki
(fori > 0) transitions.

Fork-phase netlists, we may generalize amgserves,, _, ; abstraction with proof
straightforwardly corresponding to that of Theorem 2 (fog i < k), and apreserve-
¢r_1 abstraction with proof corresponding to that of Theorem 3.

Theorem 4. If M, < M, and M, < M), then ak-phase bisimulation exists from
the Moore compositiod/; || M, to the Moore compositiod/; || M); equivalently
My || My < My || M.
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Proof. This proof is similar to the result that simulation prececkeis preserved under
Moore composition [15]; we now demonstrate sufficient ctinds to extend this result
to k-phase bisimilar machines. Note first they, and M/, arek-phase, while)M/] and
M}, are full-cycle netlists. By the definition of Moore compasit, M, || M- is also
k-phase and/] || M} is also full-cycle.

Let (s,t) be an initial state ofl/; || M>. Note that there must exist an initial state
(s',#") of M| || M with equivalent labels and vice-versa. Any mutual constsabe-
tween the initial values of/; and M, must also exist betweel/; and M} — initial
value cones must be entirely combinational (before ana afimposition) so are se-
mantically unaffected by phase abstraction. Additionatitial values of¢; latches
wherei # k — 1 are of no semantic importance since they never propagateisiode
vertex. Thus, the two compositions must have label-egeianitial state sets.

Furthermore, any mutual transition constraintsiii || M. must also exist in
M || M. For example, if an input ofi/; is driven by an output of\/, or vice-
versa, so too will the corresponding input &f; be driven by an output o/} or
vice-versa. If an input td/; is also an input ta/,, so too will the corresponding input

to M, also be an input td/;. Formalizing these facts, for each;, t;) € Séw‘”MQ and

(s5.t) € Sy"IM=, there exist(s;, 1;) € S)"™* and(s}, 1)) € S;"!™= such that

G((si,ti), (s5, 1)) andG (s, t;), (s}, t;)), which satisfies Definition 15.

Theorems 1-4 allow us to apply the various abstractionspedédently on each
dependent layer, and still preserve model checkingRR CTL* formulae on the com-
position of the abstractions.

Corollary 1. If N is obtained fromV by applying anypreserveé; abstraction inde-
pendently on each of its minimal dependent layers, tNer N'"'.

4.1 k-Phase Bisimulation versus Stuttering Bisimulation

As stated earlier, there are significant similarities betve-phase bisimulation and
stuttering bisimulation. In particular, &phase netlistV and its abstractiodv' are
related by each stat€ of the state transition graph &’ being replaced by: states
s1,..., 8, In N with identical labels as’, such that each transitiqw', s’) in N' has a
corresponding state transitidt,, s1) in NV (and vice versa), and each transitich t')
in N' has a corresponding state transitien, ¢;) (and vice versa), antk;, s;+1) for

1 <i < k are the only other transitions involving eagh Stuttering bisimilarity would
relate each’ to eachs;; indeed, the results of prior research on stuttering biftman
hold betweenV and N’, which accounts for many of the results of Section 4.

There are several important distinctions between thesestdgirst, note that unlike
stuttering bisimulation, we do preserve CTL* formulae o¥ér This is because we
relate eacly’ only to s;. This may practically be circumvented by adding a cldcto
N, and instead of using thé operator as is disallowed by stuttering bisimilarity, we
use the generalizatkxt_event(a)(f) operator [18] which means thaf ‘must hold the
next time that holds,” and defining to hold exactly wherm = 0.

However, there is one fundamental contribution of this welond (or leading to)
stuttering bisimulation: we provide linear-time algorith that analyze and transform
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Algorithm Phase_Abstract(/V)

Color N, to yield k-phase netlistV.

If k < 2, orif N cannot be consistently colored, no abstraction is possitiernunsuitable

PartitionV into MDLs: Qo, . . ., @, = Partition( N).

For each MDLQ);:

(a) Letj € [0,k) be the largest number such that € [0,k).(a # j) = (|¢a N Qs| >
1$; N Q).

(b) Perform the chosepreserves; abstraction org);.

5. Return abstracted composite nethét’.

PwDNPE

Fig. 5: Pseudo-code for Phase Abstraction Algorithm

the structure of a netlist, hence there is no need to tramsforeven analyze the state
transition graph of a netlist to achieve our reductions.sTwhile stuttering bisimu-
lation is a good framework from which to theoretically unstand phase abstraction,
it does not offer a practically useful mechanism to perfotrage abstraction on large
netlists. Furthermore, note that we restrict byghase bisimilarity from Definition 15 to
hold only between the structures of correspondifnase and phase abstracted netlists.
This is partially a simple mechanism to enable us&X®bf- which is an important op-
erator in hardware verification, and also a mechanism tavalie to partition and in-
dependently abstract each MDL ofkaphase netlist and still yield B-phase bisimilar
composition. Note that an arbitrary number of structures besstuttering bisimilar, but
their respective compositions not be bisimilar, for exaaplue to differing joint tran-
sition constraints. Restricting ourselvesitphase and corresponding phase abstracted
netlists overcomes this limitation.

5 Algorithms for the Abstraction of k-Phase Netlists

In this section we discuss our algorithms for abstrackifghase netlists. We utilize a
simple linear-time algorithm to color the netlist in the fistep ofPhaseAbstract()
shown in Figure 5. The algorithm merely exercises the cotpformalized in Defini-
tion 8 relative to a seed. The seed may be readily obtainezl/eral ways: e.qg., relative
to the primary inputs and outputs, or relative to converttionthe clocking logic. Af-
ter a partitioning of the colored netlist into MDLs via alggam Partition() shown in
Figure 6, we choose which abstraction to perform on each MbB&n perform the ab-
straction as per Definition 14.

Note that the algorithm may readily be optimized so that eeatlis considered only
a constant number of times in fanout traversal as well asxfaaversal. We thereby
ensure that, like a breadth-first search, its asymptoticptexity is O(|vertices| +
|edges|). This linearity ensures that it will consume negligibleaesces for even the
largest designs we have considered for model checking (thare8,000 latches).

Theorem 5. Algorithm PhaseAbstract() yields optimalk-phase abstraction reduc-
tions for two-phase netlists.



19

Algorithm Partition( V)
1= —1;
for each latchv € L {
if (v € Ui, Q) {continue}
i+
Q: =in.q=outq={v};
while (~empty(in_q) V —empty(outq)) {
if (~empty(in.a)) {
u = pop(in_q),
if (C(u) = 0) {continue}
B = {w : w € combinational fanifidata(u)) A w € L};
assert(C(B) = C(u) — 1);
B=758\Q:
push(in_q, 3); push(outq, B);
N Qi =Q:UpB;
if (ﬁempty(outq)) {
u = pop(outq);
if (C(u) = k — 1) {continue}
B = {w : w € combinational fanout:) A w € L};
assert(C(B) = C(u) +1);
B=758\Q:
push(in_q, 3); push(outq, B);
Qi=Q:UpB;
}
}
}
ReturnQo, . .., Q;;

Fig. 6: Pseudo-code for MDL Partitioning Algorithm

Proof. By Lemma 1, there is a unique MDL partition of a netlist. EacBIMs of min-
imum size, resulting in a maximum number of dependent laiyetse netlist. Note that
along any shortest input-output path within a single MDLa&y one register must
exist after abstraction — if zero or more than one exigtpdnase bisimulation is clearly
broken. This observation provides the justification fortiianing into MDLs. Since
each MDL may be abstracted independently of the otherspttadly optimal solutions
yield a globally optimal result for two-phase netlists. Jipiroperty follows from the
observation that eliminating any latéfirom a two-phase MDL implies that each latch
I within the MDL in the combinational fanin afata(l), or in the combinational fanout
of [, must be preserved. This in turn implies that each latchimitie MDL in the com-
binational fanin ofdata(l'), or in the combinational fanout @f, must be eliminated,
and so on.

For the uncommon case éfphase designs with > 3, this linear-time algorithm
may not yield an optimal solution. For example, consideBtpdase MDL of Figure 7,
where the numbers indicate the “width” of the correspondiggiored latches. Preserv-
ing any single phase will not yield an optimal solution; @esng the¢; B and the
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Fig. 7: Three-Phase MDL

¢o F yields an optimum solution of two (versus a solution of thiteggt the linear-time
algorithm would produce). Clearly the optimum solution ¢hi@vable in superlinear
polynomial time by solving a-t node min-cut problefon the latch connectivity graph
(whose vertices are all latches, whose directed edgessamra combinational fanout
connectivity between latches of coloto colori + 1 for 0 < i < k — 1) between
sourcef color 0 andsinksof color k — 1. Rather than spending superlinear resources
for phase abstraction, it is our experience that an optiowlimplementation first uses

a linear technique for efficient phase abstraction (whil&isling superior reductions
to a globalpreserves,; approach [4]), then subsequently uses other more aggeessiv
perlinear techniques “under the covers” such as retimihpf2additional reductions.

6 Experimental Results

Methodology 1 of our two-phase abstraction algorithm hanbmplemented ifRRule-
Base[3], the model checker developed by IBM Haifa Research Latooy as an exten-
sion to SMV [20]. It is deployed as a first-pass netlist redrctechnique; the phase
abstracted netlist is saved and used as the basis for fuitienizations before being
model checked. This algorithm has been deployed upon manpaeoents of IBM’s Gi-
gahertz Processor. The results of this reduction on sevenaponents of this processor
are provided in Table 5. These numbers do not reflect thetsestibny other reduc-
tion techniques. During the initial stages of model chegkihis abstraction was not
available. Once the abstraction became available, piepevhich previously required
many hours to complete would finish in several minutes. Mammenpassing properties
became feasible on the abstracted netlist which would inatretise complete.

Our experiments were run on an IBM RS/6000 Workstation M&&€ with 2 GB
main memory. We utilized the most rigorous automatic moeéeluction techniques
RuleBase has to offer. These experiments were run with aoranditial BDD order
(though pairing present-state and next-state variablesdch state element), and with
dynamic reordering enabled using the technique of Rud]l [Phe reasoning behind
using a random initial order includes the following points.

— At the initial stages of a verification effort, no orders avait@ble.

5 One of the most efficient known algorithms for solving themin-cut problem is thaighest-
label preflow-push algorithpwhich isO(|vertices|? - |edges|'/?) [19].
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Logic Function State Bits 4‘ State Bits
Before ReductionAfter Reduction

Load Serialization Logic 8096 2586
L1 Cache Reload Logic 3102 1418
Instruction Flushing Logic 138 69
Instruction-Fetch Address Generation Logic ~ 4891 2196
Branch Logic 6918 3290
Instruction Issue Logic 6578 3249
Tag Management Logic 578 289
Instruction Decode Logic 1980 978
Load / Store Control 821 409

Table 5: Two-Phase Reduction Results

— These results capture the difficulty of calculating a reabtenBDD order before
and after abstraction (since reordering times are inclimiédth results).

One property run on the Load Serialization Logic which regdi25.6 seconds, 36
MB of memory on the abstracted netlist (with 81 variableguieed 450.2 seconds, 92
MB of memory for the unabstracted netlist (with 116 variabld his time includes that
necessary to perform phase abstraction. This inclusionrizewhat unfair, since the
netlist may be phase abstracted and saved upon HDL conopilfdr arbitrary reuse.
However, this abstraction time is negligible even on larg#ists.

A more challenging property for the Instruction Flushinggiorequired 852 sec-
onds of user time, 48 MB on the abstracted netlist (with 9¢atdes). This same prop-
erty did not complete on the unabstracted netlist (with 1&2ables) within 72 hours.

While it may seem surprising in the above two examples thiéer(@ther reduc-
tion techniques) the number of variables after phase attistrais more than halthat
without phase abstraction, this is due to two phenomenst, Biome of these variables
are used for environment and properties; these may be nibdélectly as registers
(rather thanpy-¢; latches) even for the unabstracted two-phase netlist.rfse@nsome
cases, RuleBase was able to exploit some redundancy amelayét-sensitive latches
through other model reduction techniques (e.g., variatpévalence).

Due to the linearity of this algorithm, and the speedups ithiatay offer to other
more expensive reduction techniques (e.g., retiming antstral simplification), we
recommend that it be used as a first pass reduction eitherebef@fter a linear-time
cone-of-influence reduction. The benefits of this algoritxtend beyond the reduction
in state depth, which reduces the time and memory consumezblohability analysis.
BDD reordering time is often greatly reduced since the BD&wgltto be significantly
smaller, and since with less variables a “good order” tedset faster to compute.
Phase abstraction also reduces the number of image c@agslatecessary to reach
a fixed-point or on-the-fly failure since the diameter of thacimine is divided byk.
Further, the removal of latches allows “collapsing” of adjat functions to a single
function, which may be represented efficiently on the sam®BRd which increases
the domain of applicability of combinational simplificatidechniques. However, this
also risks explosion of BDD size; advanced techniques ssighglicit conjoining [22],
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or fine-grained reachability analysis [23], may be used toimize such risk. Never-
theless, as our experiments demonstrate, this abstraetiols to enhance BDD-based
analysis. We have not observed one case where phase abstraot a verification ef-
fort to the point where it needed to be disabled during fiveyeausing this technique.
An efficient algorithm for image calculation updnaphase netlists is presented in [4],
though it does not offer the above-mentioned benefits of muctiral transformation.

As demonstrated, this abstraction enabled model checkingrify more encom-
passing properties in less time. Users of this techniquendiind that writing properties
and environments for the phase abstracted netlists is mariive than for the corre-
sponding two-phase netlists. All RuleBase users quicklweaed to running exclu-
sively with this abstraction. There have been more than lboesand formulae written
and model checked to date on this project, which collegtihelve exposed more than
two hundred bugs at various design stages. This algoritlus pinovided an efficient
and necessary means by which to free ourselves from thecaidin burdens imposed
by the low level of the high-performance implementation.

Itis noteworthy that approximately 150 HDL bugs were fougdtis algorithm due
to violations of¢g-¢; connectivity. While synthesis tools report such timinglatmns,
the benefits of this abstraction provided strong motivatiocorrect these errors earlier
in the design phase. Our algorithms tended to be computdlyanore efficient than the
timing analysis algorithms due to their operation on morstract behavioral models,
hence our algorithms began to be used in cases merely tolyidektify such flaws.
Many simulation and model checking frameworks treat sugicléproperly” for un-
phase-abstracted verification even if such connectivitpj@ms exist — these platforms
often assume zero combinational delay, but no combindtifioa-through” for two
adjacent level-sensitive latches even if both are simattasly transparent.

7 Implementation Details

In this section we discuss details relating to the implemigot and deployment of
phase abstraction. We first discuss a netlist preprocessgimique to increase the
fragment of netlists which may be phase abstracted. We nsstisk trace generation
details. We lastly discuss some implications of the limigegbressibility ofk-phase
reducible CTL* formulae.

7.1 Netlist Preprocessing

As per Definitions 8 and 9, the inputs kfphase netlists combinationally fan out only
to ¢¢ latches, and their outputs have only ; latches in their combinational fanin,
which may be unnecessarily limiting in practice. We disansglications ofinvariant
checkingsimple properties of the forrAG(v) for arbitrary vertices in [24], which is
sound and complete for any col6i{v), even wherv has inputs in its combinational
fanin. For model checking, we choose to treat inputs whiamlmoationally fan out
to ¢; latches (fori # 0) as if they passed through an entire flowdf, . . ., ¢r 1
latches, since designers tend to view such inputs as agrilate” in the corresponding
clock period. Therefore, we wish to prevent the algorithanfreliminating all latches
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Fig. 8: Aligning ¢o-Driven Outputs

oi, - .., 01 If @any input combinationally fans out tg;. We handle such inputs by
introducing “dummy” pipelinedyy, ..., ¢;,_1 latches between such inputs and their
sinks; their initial values are unimportant since they waler be visible.

To ensure compositionality of specification, we remove agy. . ., ¢ o latches
which combinationally fan out to primary outputs. Our teicjue replicates the com-
binational logic in the fanin cone of such outputs within &L, and connects the
replicated cones to the corresponding sources ofthatches, thereby effectively re-
moving the offending latches. This is depicted in Figure Baddwo-phase netlist; the
netlist to the left is the original netlist, and to the righétnetlist after preprocessing.

One additional preprocessing is for netlists with gatedkdowhich would violate
Definition 8. Transformation of a netlist with gated clocksone without gated clocks
is a straightforward automatic process. If the clock of eegiVatch! is driven by a
conjunction of ggatesignal with a free-running clock, we remove theidvertex from
the clock, and utilize thgate signal to select a newly-introduced multiplexor which
will drive the data input td. The “gate open” multiplexor input is connected to the
original data source df the “gateclosed” input is connected {6, a latched version of
[ with the same initial value d@§which we may need to create). The clock to the latch is
next connected to its free-running version. This transtdrom is shown in Figure 9 for
a two-phase netlist; the netlist to the left has a gated ¢lac#l the netlist to the right is
the functionally-equivalent version with no gated clo€.K_ refers to a free-running
clock with phase opposite tOLK.

7.2 Trace Generation

Since we verify the phase-abstracted netlist, any withessunterexample traces will
be in terms of the abstracted netlist. While users of Methaglo1 often find such

DIN o ba

CLK - DouT DIN v pout
P1
EATE — GATE
CLK
CLK_

Fig. 9: Removing Clock Gates
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Algorithm Lift _Trace(p, N, Q)

1. Foreachy € V, definee(v) = 1 if the MDL containingu was abstracted viagreserves;
abstraction foj > C(v), elsee(v) = 0. _
2. Form the un-phase-abstracted tracas follows. For each;, (wherew is not an element of

the clock logicD), setv!, = v, for everyj € {{k- (i + e(v) — 1) + C(v),..., k- (i +
€()) +C(v) =1} \{c:ec<0}\{c:c < C(v) AC(v) # k —1}}.
3. Returnp’.

Fig. 10: Pseudo-code for Trace Lifting Algorithm

abstracted traces easier to view, occasionally it is désoreindo the effects of phase
abstraction in the traces. Our algorithm for lifting (i.en-phase-abstractina trace
requires the phase abstracted trace ktphase netlistV, and the MDL partition with
the corresponding data as to which abstraction was perfbpeepartition, denote@,
and is provided in Figure 10.

The trace-lifting algorithm neglects populating valudsipl for negative time-steps
since time is defined only oN. Note that we do not populate values into the trace for
colorec € {1,...,k — 2} vertices for time-step§, ...,c — 1; this is to prevent the
initial values of latches of coloi # k£ — 1 from becoming visible in the un-phase-
abstracted trace. Note that color- 1 vertices are properly temporally aligned as per
the nature of our abstraction, so we merely repeat theiregailn the phase-abstracted
trace from timei to timesk -7 — 1,..., k- (¢ + 1) — 2 in p'. The other colors may
or may not be aligned depending on which abstraction wa®pagd on their MDL.
Terme(v) captures the type of abstraction; any valuation to a cphertex in a MDL
which was abstracted withmeserves;_, or “greater” abstraction is early and must be
pushed forward (thus increments the multiplé:pfThe addition of”'(v) is responsible
for rooting the valuations to the proper offset within theal period. And, of course,
the values are repeated for a totalkofime-steps. Running this algorithm against the
example netlist in Section 3 will convince the reader thatdtks fork = 2; extending
this example to &-phase netlist will offer additional insight into its mecties.

7.3 kPR CTL* Expressibility

Our technique is applicable only to netlists for which sfieation reasons solely about
color-k — 1 nets. Using a dual of the analysis presented in this papetgohnique is
also applicable to the case that the specification refesstorgolor- (for i < k& — 1)
nets. If specification refers concurrently to multiple aslof nets, Methodology 2 is
often preferred. Alternatively, we may force the tool togeeve a given (user-known)
color of latches by restricting its freedom to choose whigtetto preserve per MDL,
to allow the user to create a consistent specification usiethdtology 1. We do not
provide detailed analysis of these variants in this papdrthey are straightforward.
We require that properties do not reason about the clock.IMyith a two-phase
design, one may for example utilize the clayskck = 0) A p to bindp to an even
time-step. After our abstraction, the notion of even and tidé-steps disappears, and
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through the process of phase abstraction the clock logistacied (and the resulting
registers are implicitly clocked every time-step).

Lastly, consider the CTL* formulae of the for&XEX(p) andEXAX(p). As illus-
trated by Tables 1 and 2, eveiyth state (fori mod k # k — 1) of a k-phase netlist
has only one possible next state since inputs are ignorédse times. For a two-phase
netlist, if the clausAXEX(p) is bound to an even state, it is equivalenEXX(p); the
AX would be equivalent to aBX relative to the even state. SimilarlgXAX(p) bound
to an even state is equivalent AXX(p). We have not encountered a single property
which we wished to verify which required such a clause, hemgae that these formu-
lae are rare if not useless in the practical verificatioh-phase netlists. Our formalisms
disallow verification of such properties through phaseralsibn.

8 Conclusions

In this paper we have developed efficient linear-time atbars for identifying and ab-
stractingk-phase netlists for enhanced verification. The benefits ppbase abstrac-
tion include much smaller verification time and memory reeuients through “shal-
lower” state depth — often less thayik of that necessary without the abstraction which
reduces complexity of the transition relation and simpdis®D reordering, as well as
areduction of machine diameter by a factot pk. Additionally, our technique allows a
user to define properties and environments more abstridglystablish a bisimulation
relation between the original and phase-abstracted tset{ur linear-time reduction
is optimal for two-phase designs (and near-optimalkfar 2), and is valid for model
checking CTL* formulae which reason solely about latches gjiiven phase. Exper-
imental results from the deployment of this algorithm (aplemented in the model
checker RuleBase) upon IBM’s Gigahertz Processor are gedyiand illustrate its ex-
treme practical benefit.
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